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Outline
• Introduction
• Directed Graphical Models
• Undirected Graphical Models
• Factor Graph
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Directed vs. Undirected

x1 h2
1

x2

x3

+1

h2
2

h2
3

+1

h3
2

y2h3
3

y1h4
1

h4
2

h3
1

+1 +1
Layer L1 
(input) Layer L2 Layer L3 Layer L4

Layer L5 
(output)

W1, b1 W2, b2 W3, b3 W4, b4

Directed Undirected



4

Follow back Prediction
time 2time 1

?

y1=1

?
?

When you follow a friend 
in Twitter, how likely he 

will follow back?
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Retweet Predicting

Andy

Jon

Bob

Dan

When you post a tweet…

Who will 
retweet it?
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Binary Classifier

•Class -1

•Class +1
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Sequence Labeling

• Pos Tagging
– E.g. [He/PRP] [reckons/VBZ] [the/DT] [current/JJ] 

[account/NN] [deficit/NN] [will/MD] [narrow/VB] [to/TO] 
[only/RB] [#/#] [1.8/CD] [billion/CD] [in/IN] [September/NNP] 
[./.]

• Term Extraction
– Rockwell International Corp.’s Tulsa unit said it signed a 

tentative agreement extending its contract with Boeing Co.
to provide structural parts for Boeing’s 747 jetliners. 
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IE from Web Page

October 14, 2002, 4:00 a.m. PT

For years, Microsoft Corporation CEO Bill Gates
railed against the economic philosophy of open-
source software with Orwellian fervor, denouncing 
its communal licensing as a "cancer" that stifled 
technological innovation.

Today, Microsoft claims to "love" the open-source 
concept, by which software code is made public to 
encourage improvement and development by 
outside programmers. Gates himself says 
Microsoft will gladly disclose its crown jewels--the 
coveted code behind the Windows operating 
system--to select customers.

"We can be open source. We love the concept of 
shared source," said Bill Veghte, a Microsoft VP. 
"That's a super-important shift for us in terms of 
code access.“

Richard Stallman, founder of the Free Software 
Foundation, countered saying…

Microsoft Corporation
CEO
Bill Gates
Microsoft
Gates
Microsoft
Bill Veghte
Microsoft
VP
Richard Stallman
founder
Free Software Foundation N
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Binary Classifier vs. Sequence Labeling

• Case restoration
– “jack utilize outlook express to retrieve emails”
– E.g. SVMs vs. CRFs

  Jack       utilize        outlook       express      to        retrieve       emails.

Jack

jack

JACK

Utilize

utilize

UTILIZE

Outlook

outlook

OUTLOOK

Express

express

EXPRESS

To

to

TO

Receive

receive

RECEIVE

Emails

emails

EMAILS
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y2

x2

y1

x1

Sequence Labeling Problem

• Green nodes are states
• Purple nodes are observations

.3 .2 .5

.4 .4 .2

.6 .3 .1.5 .5
.4 .6
.3 .7

Transition probability tableConditional 
probability 
table
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Example: POS Tagging Problem

Time flies like an arrow

Verb

Noun

Verb

Noun

Verb

Preposition

Article Verb

Noun

.3 .2 .5

.4 .4 .2

.6 .3 .1

.5 .5

.4 .6

.3 .7

Conditional 
probability 
table

Transition probability table

How to? =Viterbi (a DP algorithm)
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DP Example 1—汽车加油问题
• 环形公路，有n个加油站，每个加油站有油量
gas[i]，到达下一个加油站耗油cost[i]，求一辆
车从哪个加油站出发能够回到该出发的加油站。

（设解唯一，即所有油量刚好走完整个环形公路）
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DP Example 2—两指拨电话问题
• 描述

– 小明习惯用两根手指拨电话号码。电话按键的排列如图中所示。最初，他将一根手指放在按
键“1”上，并将另一根手指放在按键“2”上，每次他可以将手指上下左右平移，但两根手
指永远都挨在一起。若我们用(i, j)表示两个手指放置的位置，那么，如放在按键(5, 6)时

，移动一次可以将手指可以移动到(2, 3)，(8, 9)，或者(4, 5)之上。当某个数字键位于任
意一根手指之下时，这个按键就可以被按下。

• 输入

– 第一行包含一个正整数m，表示共有m组测试数据

– 以下包含m行，每行给定N个0-9的正整数，1 < N < 10000

• 输出

– 包含m行，每行输出按下输入中的N个数字所需移动手指的最少次数

• 样例输入

– 26986

– 74562398701

– 198807021991080120150503

• 样例输出

– 4

– 15

– 45
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Example: POS Tagging Problem

Time flies like an arrow

Verb

Noun

Verb

Noun

Verb

Preposition

Article Verb

Noun

.3 .2 .5

.4 .4 .2

.6 .3 .1

.5 .5

.4 .6

.3 .7

Conditional 
probability 
table

Transition probability table
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Example: POS Tagging Problem

Time flies like an arrow

Noun Verb Preposition Article Noun
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Sequence Labeling Models
• HMM

– Generative model
– E.g. Ghahramani (1997), Manning and Schutze (1999)

• MEMM
– Conditional model
– E.g. Berger and Pietra (1996),  McCallum and Freitag (2000)

• CRFs
– Conditional model without label bias problem
– Linear-Chain CRFs

• E.g. Lafferty and McCallum (2001), Wallach (2004)
– Non-Linear Chain CRFs

• Modeling more complex interaction between labels: DCRFs, 2D-CRFs, TCRFs
• E.g. Sutton and McCallum (2004), Zhu and Nie (2005), Tang et al. (2006)
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General Framework

Learning
System

Extraction
System

Model

),(

),(
),(

22

11

nn SO

SO
SO

!

1+nO ),( 11 ++ nn SO

Training Data

Test Data

p(O | S) or p(S |O)
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Generative vs. Discriminative 

Generative Discriminative 

Example: HMM Example: MaxEnt, MEMM, CRF

Learning = finding model generating
observation sequence from state 
sequence

Learning = finding model mapping
observation sequence to state sequence

Tagging = finding most likely state 
sequence having generated given 
observation sequence

Tagging = finding most likely state 
sequence mapped from given observation 
sequence

States generates
observations

Observations
(features)
determine states

P(S|O) P(S|O)



19

Assumption 1: Generative Locally 
Dependent Model

Hidden Markov Model (HMM)
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Assumption 2: Discriminative 
Independent Model

Classifier:
Maximum Entropy Model (ME)
Support Vector Machines (SVM)
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Assumption 3: Discriminative Locally 
Dependent Model

Maximum Entropy Markov Model (MEMM)
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Assumption 4: Discriminative Globally 
Dependent Model

Conditional Random Field (CRF)

Globally
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Outline
• Introduction
• Directed Graphical Models
• Undirected Graphical Models
• Factor Graph
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Conditional Independence
• Random variables a, b are independent if 

p(a,b)=p(a)p(b) or p(a|b)=p(a).
• Random variables a, b are conditionally 

independent given c if p(a,b|c)=p(a|c)p(b|c) or 
p(a|b,c)=p(a|c).

• Conditional independence in a Bayesian 
Network is precisely specified by d-separation.
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Example 1: Tail-to-Tail

• Random variable a and b are in general 
dependent.

p(a,b,c)=p(a|c)p(b|c)p(c)
p(a,b)=∑cp(a|c)p(b|c)p(c)

a b|∅
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Example 1: Tail-to-Tail

• Random variable a and b are conditionally 
independent given c.

• An observed c is a tail-to-tail node, blocks the 
undirected path a-b

p(a,b|c)=p(a,b,c)/p(c)
=p(a|c)p(b|c)

a⫫b|c
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Example 2: Head-to-Tail

• Random variables a and b are in general 
dependent.

p(a,b,c)=p(a)p(c|a)p(b|c)

p(a,b)=p(a) ∑cp(c|a)p(b|c)=p(a)p(b|a)
a    b | ∅
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Example 2: Head-to-Tail

• Random variables a and b are conditionally 
independent given c.

• An observed c is a head-to-tail node, blocks the 
path a-b

p(a,b|c)=p(a,b,c)/p(c)
=p(a)p(c|a)p(b|c)/p(c)
=p(a|c)p(b|c)

a⫫b|c
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Example3: Head-to-Head

• Random variables a and b are in general 
independent.

p(a,b,c)=p(a)p(b)p(c|a,b)
p(a,b)=p(a)p(b)
a⫫b|∅
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Example3: Head-to-Head

• Random variables a and b are dependent given 
c (observed nodes are shaded)

• An observed c is a head-to-head node, 
unblocks the undirected path a-b

p(a,b|c)= p(a,b,c)/p(c)
= p(a)p(b)p(c|a,b)/p(c)

a b|c
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Summary
• A tail-to-tail node or a head-to-tail node leaves 

a path unblocked unless it is observed in which 
case it blocks the path.

• A head-to-head node blocks a path if it is 
unobserved, but once the node, and/or at least 
one of its descendants, is observed the path 
becomes unblocked. 
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Explaining Away

B = Battery (0=flat, 1=fully charged)
F = Fuel Tank (0=empty, 1=full)
G=Fuel Gauge Reading (0=empty, 1=full)

p(G=1|B=1,F=1) =0.8
p(G=1|B=1,F=0) =0.2
p(G=1|B=0,F=1) =0.2
p(G=1|B=0,F=0) =0.1

p(B=1) =0.9
p(F=1) =0.9

A number of the following pages are from Bishop’s slides
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Explaining Away

• Probability of an empty tank increased by 
observing G  = 0  (p(F=0) = 0.1). 
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Explaining Away

• Probability of an empty tank reduced by 
observing B  = 0. 
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D-Separation
• A path from A to B is blocked by C if it includes 

a node x such that either
– The path is head-to-tail or tail-to-tail at x and x ∈ C, 

or
– The path is head-to-head at x, and neither x nor any 

of its descendants is in C.
• If all paths from A to B are blocked, A is said to 

be d-separated from B by C, and the joint 
distribution over all the variables in the graph 
will satisfy A⫫B|C



36

D-Separation Example 1

• The path a-b is not blocked by node f because it is a 
tail-to-tail node for this path and is not observed.

• The path a-b is not blocked by node e because 
although it is a head-to-head node, it has a 
descendant c because is in the conditioning set.

a b|c
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D-Separation Example 2

• The path a-b is blocked by node f because this is a 
tail-to-tail node that is observed.

• The path a-b is also blocked by node e because e is a 
head-to-head node and neither it nor its descendent 
are in the conditioning set.

a⫫b|c
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Question
• Assume that the value of E is observed, which pairs of 

variables are independent in the following Bayesian 
network? You may select 1 or more options.

• 1) None
• 2) A, B
• 3) A, C
• 4) A, D
• 5) B, C
• 6) B, D
• 7) C, D

A B

C D

E
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D-separation: Infer 𝜇 from D={x1,…,xN}
• Suppose we consider the joint distribution of the 

observations condition on 𝜇.
• Then there is a unique path from any xi to any other xj

and the path is tail-to-tail with observed node 𝜇.
• Thus every such path is blocked and the observations 

D are independent given 𝜇, so that 

However, if we integrate over 𝜇, the observations are in general 
no longer independent
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The Markov Blanket

• Factors independent of xi cancel between 
numerator and denominator.
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Directed Graphic Models
• Also called Bayesian networks.
• A Bayesian network on the DAG is a family of 

distributions satisfying

– where Pa(xi) is the set of parents of xi 

– p(xi|Pa(xi)) is the conditional probability distribution 
(CPD) at xi.
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Question
• Given the following Bayesian network, which of 

these is an appropriate decomposition of the 
joint distribution P(A,B,C,D,E)?

• 1) P(A)P(B)P(C|A)P(C|B)P(D|B)P(E|A)P(E|C)
• 2) P(A)P(B)P(C|A,B)P(D|B)P(E|A,C)

A B

C D

E
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Example 1: Alarm

p(B, ~E, A, J, ~M)
= p(B) p(~E) p(A|B, ~E) p(J|A) p(~M|A)
= 0.001✕(1-0.002) ✕0.94✕0.9✕(1-0.7)
≃ 0.000253

From Xiaojin Zhu, KDD’12 Tutorial
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Example 2: Naïve Bayes

Plate 
notation
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Example 3: Latent Dirichlet Allocation
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Example 4: Hidden Markov Model  
(HMM)
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What is HMM?

• Green nodes are ‘hidden’ states
• State depends only on previous state
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What is HMM?

• Purple nodes are observations
• Each state generates an observation
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HMM Formalism

• s : {1,2,…,N} are values of hidden states
• o : {1,2,…,M} are values of observations

1s 1-ts ts 1+ts Ts

1o 1-to to 1+to To

P(O,S) = P(s1)P(o1 | s1)∏
t=2

T
P(st | st−1)P(ot | st )
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HMM Formalism

's s

o
)|(
)'|(
soP
ssP
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oTo1 otot-1 ot+1

Tagging

• Viterbi algorithm
– given observation sequence, compute most likely having 

generated state sequence

),(maxarg)|(maxarg OSPOSP
SS

=
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Summary of HMM

Model
•Baum,1966; Manning, 1999

Applications
•POS tagging (Kupiec, 1992)
•Shallow parsing (Molina, 2002; Ferran Pla, 2000; Zhou, 2000)
•Speech recognition (Rabiner, 1989; Rabiner 1993)
•Gene sequence analysis (Durbin, 1998)
•…

Limitation
•Joint probability distribution p(x, s). 
•Cannot represent overlapping features and long range dependences  
long range dependences between observed elements.
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Outline
• Introduction
• Directed Graphical Models
• Undirected Graphical Models
• Factor Graph
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Markov Random Field

aY
bY

cY

eY

fY
dY

Given an undirected graph G=(V, 
E) such that Y={Yv|v∈V}, if

The probability of Yv given X and 
those random variables 
corresponding to nodes 
neighboring v in G. Then (X, Y) 
is a conditional random field.  

Undirected graphical model 
globally conditioned on X

  p(Yv | X ,Yu ,u ≠ v,{u,v}∈V ) ⇔ p(Yv | X ,Yu ,(u,v)∈E)



55

Markov Random Field

aY
bY

cY

eY

fY
dY   

p(Y ) = 1
Z

ϕ(YC )
C
∏

Z = ϕ(YC )
C
∏

Y
∑

ϕ(YC ) = exp{−E(YC )}

Clique

Maximal Clique

By the Hammersley-Clifford theorem, 
the probability of a label can be 
expressed as a Gibbs distribution, 
so that

Energy function
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Undirected Graphic Model
• Also called Markov Random Fields
• An undirected graphical model is a family of 

distributions satisfying

– where z is the partition function by integrating all the 
possible values of X.

  
p | p(Y ) = 1

Z
ϕ(YC )

C
∏⎧

⎨
⎩

⎫
⎬
⎭
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A Toy Example—MRF

Note: when a>0, the model favors homogeneous chain
when a<0, the model favors inhomogeneous chain

aY bY

Ya ,Yb ∈{−1,1}
one clique ϕC (Ya ,Yb ) = eaYaYb

p(Ya ,Yb ) = 1
Z
eaYaYb ,Z = (ea + ea + e−a + e−a )

p(1,1) = p(−1,−1) = ea

2ea + 2e−a
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Conditional Independence in Markov 
Random Fields

• Two group of variables A, B are conditional independent given 
another group C, if:

• A, B become disconnected by removing C 
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Question
• Assume that the value of C is observed, which pairs of 

variables are independent in the following Markov 
network? You may select 1 or more options.

• 1) None
• 2) A, B
• 3) A, D
• 4) A, E
• 5) B, D
• 6) B, E
• 7) D, E

A B

C D

E
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Relationship between the Undirected Graphs 
and the Directed Graphs

A number of the following pages are from Bishop’s slides
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Converting Directed to Undirected Graphs

Additional links
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Directed vs. Undirected Graphs (1)
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Directed vs. Undirected Graphs (2)
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Example 2: Log Linear Models
• Real-valued feature function f1(X),…, fk(X) 
• Real-valued weights w1,…, wk
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Example 3: The Ising Model

x∈ {0,1}
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Example 4: Maximum Entropy 
Markov Model (MEMM)
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What is MEMM?

• Green nodes are states
• State depends only on previous state
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What is MEMM?

• Purple nodes are observations
• Observations (features of observations) 

determine states
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MEMM Formalism

• s : {1,2,…,N } are values for states
• o: {1,2,…,M } are values for observations

),|()|()|( 1
2

1 OssPOsPOSP tt

T

t
-

=
Õ=

1s

1o

1-ts

1-to

ts

to

1+ts

1+to

Ts

To
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MEMM Formalism
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Inference in MEMM

• Tagging: given observation sequence, find 
most likely corresponding state sequence

• Learning: given observation sequence and 
corresponding state sequence, find model that 
best explains the matching
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oTo1 otot-1 ot+1

Tagging

• Viterbi algorithm

1 1
1

argmax ( | ) argmax ( | ) ( | , )
T

t tS S t

P S O P s O P s s O-
=

= Õ
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Learning

's s

O
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Learning Algorithm: IIS
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Summary of MEMM
• Discriminative model
• Conditional assumption
• Accuracy is higher than MaxEnt, lower than 

CRF
• Problem: local model à label bias problem
• MEMM contains MaxEnt as special case
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Label Bias Problem

The finite-state acceptor is designed to shallow parse the sentences (chunk/phrase parsing)
1) the robot wheels Fred round
2) the robot wheels are round

Decoding it by:
0123456
0127896

Assuming the probabilities of each of the transitions out of state 2 are approximately equal, the label 
bias problem means that the probability of each of these chunk sequences given an observation 
sequence x will also be roughly equal irrespective of the observation sequence x.

On the other hand, had one of the transitions out of state 2 occurred more frequently in the training 
data, the probability of that transition would always be greater. This situation would result in the 
sequence of chunk tags associated with that path being preferred irrespective of the observation 
sentence.

p(s | o) = p(s1 | o1) p(st | st−1,ot )
t=2

T

∏
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Summary of MEMM

Model
•Berger, 1996; Ratnaparkhi 1997, 1998

Applications
•Segmentation (McCallum, 2000)
•…

Limitation
•Label bias problem (HMM do not suffer from the label bias 
problem )
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Conditional Markov Models (CMMs) aka MEMMs aka 
Maxent Taggers vs HMMs

St-1 St

Ot

St+1

Ot+1Ot-1

...

p(s,o) = p(st | st−1)p(ot | st−1)
t=1

T

∏

St-1 St

Ot

St+1

Ot+1Ot-1

...
p(s | o) = p(st | st−1,ot−1)

t=1

T

∏
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Example 5: CRFs
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MEMM to CRFs

  
p( y1...yN | x1...xN ) = p( yn | yn−1,xn )

n=1

N

∏ =
exp( λk fk (xn , yn , yn−1)

k=1

K

∑ )

Z(xn )n=1

N

∏

   

exp( λk Fk (x
!
, y
"!

))
k
∑

Z(x
!
)

New model

   

=
exp( λk Fk (x

!
, y
"!

))
k
∑

Z(xn )
n
∏ ,  where Fk (x

!
, y
"!

) = fk (xn , yn , yn−1)
k
∑

n = 1…N: random variable index
k = 1…K: feature index
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What is CRF?

• Green nodes are states
• State depends on neighboring states
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What is CRF?

• Purple nodes are observations
• Observations (features of observations) 

determine states
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CRF Formalism

• s: {1,2,…,N} are values of states
• o: {1,2,…,M } are values of observations

1s

1o

1-ts

1-to

ts

to

1+ts

1+to

Ts

To

)|( OSP
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Back to the CRF
CRF is a Markov Random Fields. 
By the Hammersley-Clifford theorem, the probability of a label can be expressed 

as a Gibbs distribution, so that

What is clique?
  

p( y | x,λ) = 1
Z

exp( λk Fk ( y,x)
k
∑ )

Fk ( y,x) = fk ( y | cn ,x)
n=1

N

∑

  
p( y | x,λ,µ) = 1

Z
exp( λl tl ( y | en ,x)

n
∑

l
∑ + µk sk ( y | sn ,x)

n
∑

k
∑ )

By only taking consideration of the one node and two nodes cliques, we have

clique

Clique

Maximal Clique

l : index of features associated to one-node clique
k: index of features associated to two-nodes clique
x, y: random vector
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Definition (cont.)

Moreover, let us consider the problem in a first-order chain model, we have

For simplifying description, let fk(yn, x) denote tl(yn-1, yn, x) and sk(yn, x)

  

p( y | x,λ) = 1
Z

exp λk Fk ( y,x)
k
∑ )

Fk ( y,x) = fk ( y | cn ,x)
n=1

N

∑

  
p( y | x,λ,µ) = 1

Z
exp( λl tl ( y | en ,x)

n
∑

l
∑ + µk sk ( y | sn ,x)

n
∑

k
∑ )
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• In labeling, the task is to find the label 
sequence that has the largest probability

• Then the key is to estimate the parameter 
lambda

• Let us first review the optimization formalization

In Labeling

  

ŷ = argmax
y

pλ ( y | x) = argmax
y

(λ ⋅F( y,x))

p( y | x,λ) = 1
Z

exp( λk Fk ( y,x)
k
∑ )
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Optimization
• Defining a loss function, that should be convex for 

avoiding local optimization
• Defining constraints
• Finding a optimization method to solve the loss 

function
• A formal expression for optimization problem

  

minθ f (x)

s.t. gi (x) ≥ 0,0 ≤ i ≤ k

hj (x) = 0,0 ≤ j ≤ l
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Loss Function

  

p( y | x,λ,µ) = 1
Z

exp( λk Fk ( y,x)
k
∑ )

L(λ) = − log Z + λk Fk ( y(m) ,x(m) )
k
∑⎡

⎣⎢
⎤
⎦⎥m

∑

Loss function: Log-likelihood

Empirical loss vs. structural loss

  

L = y(m) − f (x(m) ,λ)
m=1

M

∑
min L

  

L = λ + y(m) − f (x(m) ,λ)
m=1

M

∑
min L

  
L = λ ⋅F( y(m) ,x(m) )− log Z(x(m) )⎡

⎣
⎤
⎦m

∑ −
λ

2

2σ 2
+ const

m: index of data sample
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IIS Algorithm

Using Iterative Scaling (GIS, IIS)
• Initialize each λk(=0 for example)
• Until convergence

- Solve              for each parameter λk

- Update each parameter using λk<- λk + ∆λk

0
j

Ld
dl

=

First-order numerical optimization
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Parameter estimation

  
L(λ) = − log Z + λk Fk ( y(m) ,x(m) )

k
∑⎡

⎣⎢
⎤
⎦⎥m

∑

Log-likelihood

Differentiating the log-likelihood with respect to 
parameter λk

  

δ L
δλk

= Ep(Y ,X )[F k (Y , X )]− E
p(Y |x( m ) ,λ )

[Fk (Y ,x(m) )]
m
∑

  

δ Lλ
δλk

= Fk ( y(m) ,x(m) )− (Z(x(m) ))'

Z(x(m) )

⎡

⎣
⎢
⎢

⎤

⎦
⎥
⎥m

∑

Z(x(m) ) = expλ ⋅F( y,x(m) )
y
∑

(Z(x(m) ))'

Z(x(m) )
=

exp(λ ⋅F( y,x(m) ))∗Fk ( y,x(m) )( )
y
∑

expλ ⋅F( y,x(m) )
y
∑

= exp(λ ⋅F( y,x(m) )
expλ ⋅F( y,x(m) )

y
∑

)∗Fk ( y,x(m) )

⎛

⎝

⎜
⎜
⎜

⎞

⎠

⎟
⎟
⎟y

∑

= p( y | x(m) )∗Fk ( y,x(m) )( )
y
∑

= E
p(Y |x( m) )

Fk (Y ,x(m) )
By adding the model penalty, it can be 

rewritten as

  

δ L
δλk

= Ep(Y ,X )[F k (Y , X )]− E
p(Y |x( k ) ,λ )

[Fk (Y ,x(m) )]
m
∑ − λ

σ 2
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Solve the Optimization

• Ep(y,x)Fk(y,x) can be calculated easily
• Ep(y|x)Fk(y,x) can be calculated by making use of 

a forward-backward algorithm
• Z can be estimated in the forward-backward 

algorithm

  
L(λ) = − log Z + λk Fk ( y(m) ,x(m) )

k
∑⎡

⎣⎢
⎤
⎦⎥m

∑

  

δ L
δλk

= Ep(Y ,X )[F k (Y , X )]− E
p(Y |x( m ) ,λ )

[Fk (Y ,x(m) )]
m
∑
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Inference

s1 st+1 sTstst-1

    

p(s) = 1
Z

ϕ(si ,si+1)
i=1,...,T−1
∏

p(st+1) = ! ! p(s)
sT

∑
st+2

∑
st

∑
s1

∑
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Inference

s1 st+1 sTstst-1

   

p(st+1) = 1
Z

ϕ(s1,s2 )! ϕ(st ,st+1)
st

∑
s1

∑
⎡

⎣
⎢
⎢

⎤

⎦
⎥
⎥

ϕ(st+1,st+2 )! ϕ(sT−1,sT )
sT

∑
st+2

∑
⎡

⎣
⎢
⎢

⎤

⎦
⎥
⎥

 α t

 βt

 α t  βt
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  α t (i) = P(o1...ot ,st = i |λ)

Forward Backward Algorithm

oTo1 otot-1 ot+1

s1 st+1 sTstst-1

• An efficient algorithm using dynamic programming.

( ) ( ... | , )t t T ti P o o s ib l= =



95

oTo1 otot-1 ot+1

s1 st+1 sTstst-1

Forward Probability

å
=

+ +
=

Ni
joijtt t
baij

...1
1 1

)()( aa

)|,...()( 1 µa isooPi ttt ==

1
)(1 ioibi pa = π are initial state probabilities
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)|...()( isooPi tTtt ==b

oTo1 otot-1 ot+1

s1 st+1 sTstst-1

Backward Probability

1)(1 =+ iTb

å
=

+=
Nj

tioijt jbai
t

...1
1 )()( bb
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Inference Algorithm on a Chain
• To compute local marginals:

•Compute and store all forward messages,          .
•Compute and store all backward messages,          . 
•Compute Z at any node si
•Compute marginal probability for all variables 
required p(y).

  α t (i)

  βt (i)
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oTo1 otot-1 ot+1

s1 st+1 sTstst-1

Marginal Probability

1

1...

( ) ( )
( , )

( ) ( )
tt ij jo t

t
t t

k N

i a b j
p i j

k k
a b

a b
-

=

=
å

1...

( ) ( )
( )

( ) ( )
t t

t
t t

k N

i j
p i

k k
a b
a b

=

=
å
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Calculating the Expectation
• First we define the transition matrix of y for 

position x as
  Mn[yn−1, yn] = expλ ⋅ f ( yn−1, yn ,x)

  

E
p(Y |x( m) )

Fk (Y ,x(m) )⎡
⎣

⎤
⎦ = p( y | x(m) )Fk ( y,x)

y
∑

= p( yn−1, yn | x(m) ) fk ( yn−1, yn ,x(k ) )
yn−1,yn

∑
n=1

N
∑ + p( yn | x(m) ) fk ( yn ,x(m) )

yn

∑
n=1

N
∑

p( yn−1, yn | x(k ) ) =
αn−1( Mn ∗Vn )βn

T

Z(x)

p( yn | x(k ) ) =
αnβn

T

Z(x)

Z(x) = Mn(x)
n=1

N+1
∏

⎡
⎣⎢

⎤
⎦⎥
=αN ⋅1T

  

αn =
αn Mn 0 < n ≤ N

1 n = 0

⎧
⎨
⎪

⎩⎪

βn
T =

Mn+1βn+1
T 1≤ n < N

1 n = N

⎧
⎨
⎪

⎩⎪

All state features at position n
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IIS Algorithm

Using Iterative Scaling (GIS, IIS)
• Initialize each λk(=0 for example)
• Until convergence

- Solve              for each parameter λk

- Update each parameter using λk<- λk + ∆λk  

δ L
δλk

= 0

Low efficient!!

First-order numerical optimization
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Second-order numerical optimization

2
( 1) ( ) 1

2( )k k L Ll l
ll

+ -¶ ¶
= +

¶¶

Using newton optimization technique for the parameter estimation

Drawbacks: parameter value initialization
And compute the second order (i.e. hesse matrix), that is difficult

Solutions:
- Conjugate-gradient (CG) (Shewchuk, 1994) 
- Limited-memory quasi-Newton (L-BFGS) (Nocedal and Wright, 1999) 
- Voted Perceptron (Colloins 2002)
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Summary of CRFs

Model
•Lafferty, 2001

Applications
•Efficient training (Wallach, 2003)
•Training via. Gradient Tree Boosting (Dietterich, 2004)
•Bayesian Conditional Random Fields (Qi, 2005)
•Name entity (McCallum, 2003)
•Shallow parsing (Sha, 2003)
•Table extraction (Pinto, 2003)
•Signature extraction (Kristjansson, 2004)
•Accurate Information Extraction from Research Papers (Peng, 2004)
•Object Recognition (Quattoni, 2004)
•Identify Biomedical Named Entities (Tsai, 2005)
•…

Limitation
•Huge computational cost in parameter estimation 



104

Outline
• Introduction
• Directed Graphical Models
• Undirected Graphical Models
• Factor Graph
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Factor Graphs

A number of the following pages are from Bishop’s slides
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Factor Graphs from Directed Graphs
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Factor Graphs from Undirected Graphs
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Factorization
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Example
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Jie Tang*, Tiancheng Lou*, and Jon Kleinberg+

*Tsinghua University
+Cornell University

Inferring Social Ties across 
Heterogeneous Networks

(WSDM’12, ACM TOIS’16)
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Real social networks are complex...
• Different social ties have different influence on people

– Close friends vs. Acquaintances
– Colleagues vs. Family members

• However, existing networks (e.g., Facebook and Twitter) are 
trying to lump everyone into one big network
– FB tries to solve this problem via lists/groups
– However…

• Google+

which circle? Users do not take time to create it.
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Example 1. Advisor-advisee relationship

Arnetminer
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Example 2. Trustful relationship

Adam

Bob

Chris

Danny

Product 1

review

review

Product 2
review

review

Adam

Bob

Chris

Danny

distrust trust

trust

distrust

Epinions
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Example 3: Friendship in mobile network

From Home
08:40

From Office
11:35

Both in office
08:00 – 18:00

From Office
15:20

From Outside
21:30

From Office
17:55

Friends
Other

0.89

0.77

0.98

0.63 0.70

0.86

Mobile
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Inferring Social Ties Across Networks 
Adam

Bob

Chris

Danny

Product 1

Adam

Bob

Chris

Danny

distrust trust

trust

distrust

From Home
08:40

From Office
11:35

Both in office
08:00 – 18:00

From Office
15:20

From Outside
21:30

From Office
17:55

Reviewer network

Communication network

Knowledge 
Transfer for 

Inferring 
Social Ties

Input: Heterogeneous Networks Output: Inferred social ties in 
different networks

Family

Colleague

Colleague

Colleague Friend

Friend

review

review

Product 2
review

review

Epinions

Mobile
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Inferring Social Ties Across Networks 
Adam

Bob

Chris

Danny

Product 1

Adam

Bob

Chris

Danny

distrust trust

trust

distrust

From Home
08:40

From Office
11:35

Both in office
08:00 – 18:00

From Office
15:20

From Outside
21:30

From Office
17:55

Reviewer network

Communication network

Knowledge 
Transfer for 

Inferring 
Social Ties

Input: Heterogeneous Networks Output: Inferred social ties in 
different networks

Family

Colleague

Colleague

Colleague Friend

Friend

review

review

Product 2
review

review

Epinions

•Mobil
e

Questions:
- What are the fundamental forces behind?
- A generalized framework for inferring social ties?
- How to connect the different networks?
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Problem Formulation in a Single Network

Input: G=(V,EL,EU,RL,W)

V: Set of Users

EL,RL: Labeled relationships

Friend

Other

EU: Unlabeled relationships
?

?

Input:
G=(V,EL,EU,RL,W)

Output:
f: GàR

?

Other
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Basic Idea

Other

?
?

r24

r45

r56

Friend
?

?

RelationshipàNode
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y12

f(x1,x2,y12)

y21

y45

y34

relationships

PLP-FGM

g (y12, y34)y12=advisor

v1

v2

v4
v3

v5

Input: Social Network

r12

r45

r34r34

y34

y21=advisee

y34=?

y16=coauthor

y34=?

f(x2,x1,y21)

f(x3,x4,y34)
f(x4,x5,y45)

f(x3,x4,y34)

h (y12, y21)

g (y45, y34)

g (y12,y45)

r21

Partially Labeled Pairwise
Factor Graph Model (PLP-FGM)

Map relationship to nodes in model

Attribute factors f

Correlation factor g

Constraint factor h Partially Labeled
Model

Input Model

Latent Variable

Example:
Call frequency between two users?

Example:
A makes call to B immediately after the call to C.

y12=Friend

y21=Friend

y16=Other

Problem:
For each relationship, identify which type 

has the highest probability?
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Solutions(con’t)
• Different ways to instantiate factors

– We use exponential-linear functions
• Attribute Factor:

• Correlation / Constraint Factor:

– Log-Likelihood of labeled Data:

Parameters to estimate
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Learning Algorithm
• Maximize the log-likelihood of labeled relationships

Gradient Ascent Method

Expectation Computing
Loopy Belief Propagation
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Still Challenges?

Questions:
- How to obtain sufficiently training data?
- Can we leverage knowledge from other network?
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Inferring Social Ties Across Networks 
Adam

Bob

Chris

Danny

Product 1

Adam

Bob

Chris

Danny

distrust trust

trust

distrust

From Home
08:40

From Office
11:35

Both in office
08:00 – 18:00

From Office
15:20

From Outside
21:30

From Office
17:55

Reviewer network

Communication network

Knowledge 
Transfer for 

Inferring 
Social Ties

Input: Heterogeneous Networks Output: Inferred social ties in 
different networks

Family

Colleague

Colleague

Colleague Friend

Friend

review

review

Product 2
review

review

What is the knowledge
to transfer?

Epinions

Mobile
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Social Theories
• Social balance theory
• Structural hole theory
• Social status theory
• Two-step-flow theory

B C

A

friend

fri
en
d friend

B C

A

non-friend

fri
en
d

non-friend

B C

A

non-friend

fri
en
d friend

B C

A

non-friend

no
n-
fri
en
d non-friend

(A) (B) (C) (D)

Observations: 
(1) The underlying networks are unbalanced;
(2) While the friendship networks are balanced.
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Social Theories—Structural hole

• Social balance theory
• Structural hole theory
• Social status theory
• Two-step-flow theory

•Structural 
hole

Observations: Users are more likely (+25-
150% higher than change) to have the same 
type of  relationship with C if C spans 
structural holes
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Social Theories—Social status

• Social balance theory
• Structural hole theory
• Social status theory
• Two-step-flow theory

Observations:  99% of triads in 
the networks satisfy the social 
status theory

•Note: Given a triad (A,B,C), let us use 1 to denote the advisor-advisee relationship and 0 colleague 
relationship. Thus the number 011 to denote A and B are colleagues, B is C’s advisor and A is C’s advisor.



127

Social Theories—Two-step-flow

• Social balance theory
• Structural hole theory
• Social status theory
• Two-step-flow theory

OL : Opinion leader;     
OU : Ordinary user.

Observations:  Opinion leaders are 
more likely (+71%-84% higher than
chance) to have a higher social-status 
than ordinary users.
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Transfer Factor Graph Model

y1

f (s1, u2,y1)

y2

y6

y5

Observations

TrFG model

y1=1

v1

v2

v3

v4
v6

v5

Input: social network

u1, s1

u2, s2

u6, s6

u5, s5u4, s4

y4
y2=? y4=?

y6=?

f (u2, s2,y2)
f (u4, s4,y4)

f (s6, u6,y6)

f (u5,s5, y5)

h (y3, y4, y5)

2
4 6

5

1

y5=1

|
3

y3

u3, s3

f (s3, s3,y3)

h (y1, y2, y3) y3=0

(v2, v1)

(v2, v3)

(v4, v3)

(v4, v5)

(v6, v5)

(v4, v6)

y1

f (s1, u2,y1)

y2

y6

y5

Observations

TrFG model

y1=1

v1

v2

v3

v4
v6

v5

Input: social network

u1, s1

u2, s2

u6, s6

u5, s5u4, s4

y4
y2=? y4=?

y6=?

f (u2, s2,y2)
f (u4, s4,y4)

f (s6, u6,y6)

f (u5,s5, y5)

h (y3, y4, y5)

2
4 6

5

1

y5=1

|
3

y3

u3, s3

f (s3, s3,y3)

h (y1, y2, y3) y3=0

(v2, v1)

(v2, v3)

(v4, v3)

(v4, v5)

(v6, v5)

(v4, v6)

Bridge 
via social 
theories

Coauthor 
network

mobile

Triad-based factor
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Mathematical Formulation
Features defined in 

source network

Triad-based features shared 
across networks

Features defined in 
target network
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Data Sets
• Epinions a network of product reviewers: 131,828 nodes (users) 

and 841,372 edges
– trust relationships between users

• Slashdot: 82,144 users and 59,202 edges 
– “friend” relationships between users

• Mobile: 107 mobile users and 5,436 edges
– to infer friendships between users

• Coauthor: 815,946 authors and 2,792,833 coauthor relationships
– to infer advisor-advisee relationships between coauthors

• Enron: 151 Enron employees and 3572 edges
– to infer manager-subordinate relationships between users.

Undirected network

Directed network
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Results – undirected networks

SVM and CRF are 
two baseline 
methods

PFG is the proposed 
partially-labeled 
factor graph 
model

TranFG is the 
proposed 
transfer–based 
factor graph 
model.
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Results – directed networks

SVM and CRF are 
two baseline 
methods

PFG is the proposed 
partially-labeled 
factor graph 
model

TranFG is the 
proposed 
transfer–based 
factor graph 
model.
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Factor Contribution Analysis

SH-Structural hole;
SB-Social balance.

Undirected Network

OL-Opinion leader;
SS-Social status.

Directed Network



134

Conclusions and Future Work
• Conclusions

– different types of social ties have essentially
different structural patterns in social networks;

– By incorporating social theories, our proposed 
model can significantly improve (+4-14%) the 
inferring accuracy.

• Future work
– Inferring complex relationships between users, e.g., 

family, colleague, manager-subordinate;
– Active learning for inferring social ties.
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Jie Tang, Jimeng Sun, Chi Wang, and Zi Yang

Tsinghua University
(Top 8 cited papers among all papers 
published at KDD in the past 10 years)

Social Influence Analysis in Large-
scale Networks

(KDD’09)
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User Opinion and Influence: “Love Trump”

Trump makes 
USA great again

Trump is 
great!

Trump is 
fantastic

I hate Trump, the 
worst president ever

He cannot be the 
next president!

No Trump in 
2012!

•Positive •Negative



137

Social Interaction: Influence
• Case 1: Social influence and political mobilization[1]

– Will online political mobilization really work?

[1] R. M. Bond, C. J. Fariss, J. J. Jones, A. D. I. Kramer, C. Marlow, J. E. Settle and J. H. Fowler. A 61-million-person experiment in social 
influence and political mobilization. Nature, 489:295-298, 2012.

A controlled trial (with 61M users on FB)

- Social msg group: was shown with msg
that indicates one’s friends who have 
made the votes.

- Informational msg group: was shown with 
msg that indicates how many other.

- Control group: did not receive any msg.
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技术成果

• 基于用户影响力的流失好友推荐
–目标：期望通过活跃玩家拉动已经流失的好友玩家，以提升触达回流用户的质量

以及增加好友回流的可能性（回流率）。

–利用游戏中形成的玩家网络分析玩家间的影响力，向用户推荐流失好友。

–影响力分析模型：Topical Affinity Propagation (TAP)

Market

Market

Market

Market Strategy

Strategy

Strategy
Basic Idea: 
If a user is located in the 
center of a “Market” 
community, and is 
“similar” to the other 
users, then she/he would 
have a strong influence
on the other users. 

—Homophily theory
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系统上线结果

• 基于用户影响力的流失好友推荐
–王者荣耀好友召回线上测试：将发起召回的玩家分成三组，分别使用TAP，亲密度

，随机三种算法计算该玩家与好友之间的影响。对每个发起召回的玩家，选取影
响最大的流失好友推荐给该玩家，最多可推荐5名好友。

• 亲密度算法根据游戏行为获得，如给好友送金币（物品），和好友开黑。

–统计结果表明TAP组的玩家召回成功率明显高于亲密度组和随机组。

TAP 亲密度 随机排序

推荐列表
长度

收到召回
邀请

成功召回
人数

召回成
功率

收到召回
邀请

成功召回
人数

召回成
功率

收到召回
邀请

成功召回
人数

召回成
功率

1 3996761 1953709 48.88% 6617662 2732167 41.29%

2 2567279 1272037 49.55% 9756330 4116895 42.20%

3 1449256 727728 50.21% 10537994 4474236 42.46%

4 767239 389588 50.78% 9891868 4255347 43.02%

5 3997251 2024859 50.66% 15695743 6589022 41.98% 2016487 949786 47.10%
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项目产出及成果

• 系统成果与算法应用
– 利用TAP算法自动学习不同社交网络的用户影响力，输出多个影响力网络图
– 应用于用户流失预测，可大幅提高准确度，F1值较亲密度算法提高+20%
– 2017-2018新落地8个游戏，一年内召回3480万玩家
– 论文

• Chenhui Zhang, Sida Gao, Jie Tang, Tracy Xiao Liu, Zhanpeng Fang, and Xu Cheng. Learning 
Triadic Influence in Large Social Networks. In ASONAM'16.

• Chenhui Zhang and Jie Tang. Learning Group Representations in Social Networks. KDD’18 
(submitted)

– 专利
• 唐杰、张晨晖、程序.一种基于影响力的好友召回应用。

• 下一步工作
– 基于社群演化的表示学习及其社区推荐
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How to do that?
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Social Influence Analysis: not just testing

Trump makes 
USA great again

Trump is 
great!

Trump is 
fantastic

I hate Trump, the 
worst president ever

He cannot be the 
next president!

No Trump in 
2012!

Positive Negative

Who influenced who? What is the 
influence probability?

0.3

0.2

0.5
0.4

0.7

0.74

0.1
0.10.05

1 Can we leverage the social influence 
to help practical applications?

2
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Formulation: Topic-based Social Influence Analysis

Positive

Negative

output

0.3

0.2

0.5
0.4

0.7

0.740.1

0.1

0.05

I love Obama

I hate 
ObamaPolitics

Entertainment
Trademarks

Market Strategy
Politics

Politics

How to?

Topics
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The Solution: Topical Affinity Propagation

[1] Jie Tang, Jimeng Sun, Chi Wang, and Zi Yang. Social Influence Analysis in Large-scale Networks. KDD’09, pages 807-816. 

Market

Market

Market

Market Strategy

Strategy

Strategy

Basic Idea: 
If a user is located in 
the center of a “Market” 
community, and is 
“similar” to the other 
users, then she/he 
would have a strong 
influence on the other 
users. 

—Homophily theory
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The Solution: Topical Affinity Propagation

Politics

Politics

Politics

Politics
Market 

Strategy

Market 
Strategy

Market 
Strategy

Define a function to quantify the similarity 
between neighborhood users 

Estimate how a user can 
represent his neighbors

The topic information can be 
obtained by any tagging system 

or topic modeling approach

How “Ada” thought he influenced “Bob”?

How “Bob” thought he was influenced by “Ada”?

[1] Jie Tang, Jimeng Sun, Chi Wang, and Zi Yang. Social Influence Analysis in Large-scale Networks. KDD’09, pages 807-816. (Top 10 cited 
paper among all papers published at KDD in the past 10 years)
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Topical Factor Graph (TFG) Model

Node/user

Nodes that have the 
highest influence on 

the current node

The problem is cast as identifying which node has the highest probability to 
influence another node on a specific topic along with the edge.

Social link

User-specific 
attributes

Asymmetric 
similarity 

Topological feature 
or global constraint
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• The learning task is to find a configuration 
for all {yi} to maximize the joint probability.

Topical Factor Graph (TFG)

•Objective function:

1. How to define?

2. How to optimize?



148

How to define (topical) feature functions?

– Node feature function

– Edge feature function

– Global feature function

similarity

or simply binary
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Model Learning Algorithm

Sum-product:

- Low efficiency!
- Not easy for 
distributed learning!
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New TAP Learning Algorithm

1. Introduce two new variables r and a, to replace the 
original message m.

2. Design new update rules:

mij

[1] Jie Tang, Jimeng Sun, Chi Wang, and Zi Yang. Social Influence Analysis in Large-scale Networks. In KDD, pages 807-816, 2009. 

How user i thought he influenced user j?

How user j thought he was influenced by user i?
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The TAP Learning Algorithm
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Experiments
• Data set: (http://arnetminer.org/lab-datasets/soinf/)

• Evaluation measures
– CPU time
– Case study
– Application

Data set #Nodes #Edges
Coauthor 640,134 1,554,643
Citation 2,329,760 12,710,347
Film
(Wikipedia)

18,518 films
7,211 directors
10,128 actors
9,784 writers

142,426

http://arnetminer.org/lab-datasets/soinf/
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Social Influence Sub-graph on “Data mining”

On “Data Mining” in 2009
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Results on Coauthor and Citation
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Scalability Performance
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Speedup results
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Speedup vs. Dataset size

Speedup vs. #Computer nodes
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Meng Qu, Yoshua Bengio, Jian Tang 

MILA

GMNN: Graph Markov Neural 
Networks

(ICML’19)
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Semi-supervised Object Classification
• Given G= (V, E, 𝐱!)

– 𝑉 = 𝑉"⋃𝑉#: objects/nodes
– E : edges
– 𝐱$: object features

• Give some labeled objects 𝑉", we want to infer the 
labels of the rest of objects 𝑉#

• Many other tasks on graphs can be formulated as 
object classification
– E.g., link classification
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Related Work: Statistical Relational Learning

• Models the joint distribution of the object labels given the 
object features, i.e.,  𝑝(𝐲$|𝐱$) with conditional random 
fields

GMNN: Graph Markov Neural Networks

relational data is an important direction in machine learn-
ing with various applications, such as object classification
and link prediction. In this paper, we focus on a fundamen-
tal problem, semi-supervised object classification, as many
other applications can be reformulated as this problem.

Formally, the problem of semi-supervised object classifi-
cation considers a graph G = (V,E,xV ), in which V is a
set of objects, E is a set of edges between objects, and xV

stands for the attributes of all the objects. The edges in E

may have multiple types, which represent different relations
among objects. In this paper, for simplicity, we assume all
edges belong to the same type. Given the labels yL of a few
labeled objects L ⇢ V , the goal is to predict the labels yU

for the remaining unlabeled objects U = V \ L.

This problem has been extensively studied in the literature
of both statistical relation learning (SRL) and graph neural
networks (GNN). Essentially, both types of methods aim to
model the distribution of object labels conditioned on the
object attributes and the graph structure, i.e., p(yV |xV , E).
Next, we introduce the general idea of both methods. For
notation simplicity, we omit E in the following formulas.

3.2. Statistical Relational Learning

Most SRL methods model p(yV |xV ) with conditional ran-
dom fields, which employ the following formulation:

p(yV |xV ) =
1

Z(xV )

Y

(i,j)2E

 i,j(yi,yj ,xV ). (1)

Here, (i, j) is an edge in the graph G, and  i,j(yi,yj ,xV )
is the potential score defined on the edge. Typically, the
potential score is computed as a linear combination of some
hand-crafted feature functions, such as logical formulae.

With this formulation, predicting the labels for unlabeled
objects becomes an inference problem, i.e., inferring
the posterior label distribution of the unlabeled objects
p(yU |yL,xV ). Exact inference is usually infeasible due to
the complicated structures between object labels. Therefore,
some approximation inference methods are often utilized,
such as loopy belief propagation (Murphy et al., 1999).

3.3. Graph Neural Network

Different from SRL methods, GNN methods simply ignore
the dependency of object labels and they focus on learning
effective object representations for label prediction. Specif-
ically, the joint distribution of labels is fully factorized as:

p(yV |xV ) =
Y

n2V

p(yn|xV ). (2)

Based on the formulation, GNNs will infer the label distri-
bution p(yn|xV ) for each object n independently. For each

Object
!"

Object
#$

E-Step: Inference

M-Step: Learning

PredictUpdate

UpdatePredict

Figure 1. Framework overview. Yellow and grey squares are la-
beled and unlabeled objects. Grey/white grids are attributes. His-
tograms are label distributions of objects. Orange triple circles are
object representations. GMNN is trained by alternating between
an E-step and an M-step. See Sec. 4.4 for the detailed explanation.

object n, GNNs predict the label in the following way:

h = g(xV , E) p(yn|xV ) = Cat(yn|softmax(Whn)),

where h 2 R|V |⇥d is the representations of all the objects,
and hn 2 Rd is the representation of object n. W 2 RK⇥d

is a linear transformation matrix, with d as the representa-
tion dimension and K as the number of label classes. Cat
stands for categorical distributions. Basically, GNNs focus
on learning a useful representation hn for each object n.
Specifically, each hn is initialized as the attribute repre-
sentation of object n. Then each hn is iteratively updated
according to its current value and the representations of n’s
neighbors, i.e., hNB(n). For the updating function, the graph
convolutional layer (GC) (Kipf & Welling, 2017) and the
graph attention layer (GAT) (Veličković et al., 2018) can be
used, or in general the neural message passing layer (Gilmer
et al., 2017) can be utilized. After multiple layers of update,
the final object representations are fed into a linear softmax
classifier for label prediction. The whole framework can be
trained in an end-to-end fashion with a few labeled objects.

4. GMNN: Graph Markov Neural Network

In this section, we introduce our approach called the Graph
Markov Neural Network (GMNN) for semi-supervised ob-
ject classification. The goal of GMNN is to combine the
advantages of both the statistical relational learning methods
and graph neural networks, so that we can learn effective ob-
jective representations for predicting object labels, as well as
model the dependency between object labels. Specifically,
GMNN models the joint distribution of object labels condi-
tioned on object attributes p(yV |xV ) by using a conditional
random field, which is optimized with a pseudolikelihood
variational EM framework. In the E-step, a graph neural
network is used to learn object representations for predicting
the object labels. In the M-step, another graph neural net-
work is employed to model the local dependency of object
labels. Next, we introduce the details of the approach.

𝜓!,# 𝑦!, 𝑦#, 𝐱$ = exp(-
%&'

(

𝜆%𝑓% 𝑦!, 𝑦#, 𝐱!, 𝐱# + 𝜇%𝑔%(𝑦!, 𝐱!))

Edge potential functions node potential functions
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Optimization of Statistical Relational Learning

• Learning by maximizing the likelihood of the 
observed labels log 𝑝(𝐲!|𝐱")

• Inferring the posterior distributions 𝑝(𝐲#|𝐲!, 𝐱")
with approximate methods such as loop belief 
propagation is used
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Pros and Cons of Statistical Relation Learning

• Pros
– Capable of modeling the dependency between the 

object labels
• Cons

– Some manually defined potential functions
– Limited model capacity
– Inference is difficult due to the complicated graph 

structures  
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Related Work: Graph Neural Networks
• Learning effective node representations and 

then predicting the node labels independently 
– Graph convolutional Networks (Kipf et al. 2016)
– Graph attention networks (Veličković et al. 2017)
– Neural message passing (Gilmer et al. 2017)

• Predicting the node labels independently with
the node representations
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Graph Convolutional Networks
(Kipf et al. 2016)

• Iteratively update the node representations by
aggregating the node representations of
neighbors and its own node representations
– Starting from the initial node features 𝐻4 = 𝐱5

•𝐻("#$) = 𝑓(𝐻", 𝐴)

•𝑓 𝐻", 𝐴 = 𝜎(-𝐷&
!
" /𝐴-𝐷&

!
"𝐻" 𝑊")

• /𝐴 = 𝐴 + 𝐼
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Pros and Cos of Graph Neural Networks
• Pros

– Learns effective node representations by feature 
propagations

– High model compacity by using multiple non-linear 
graph convolutional layers

• Cons
– Ignore the dependency between node labels



165

Can we combine the advantages of 
both worlds?
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GMNN: Graph Markov Neural Networks

• Towards combining statistical relational
learning and graph neural networks

• Learning effective node representations for
predicting the node labels

• Modeling the label dependencies of nodes
• State-of-the-art performance

– semi-supervised node classification
– unsupervised node representation
– link classification
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GMNN: Graph Markov Neural Networks

• Model the joint distribution of object labels 𝐲3
conditioned on object attributes 𝐱3, i.e.,
p4(𝐲3|𝐱3)

• Learning the model parameters 𝜙 by
maximizing the lower-bound of log-likelihood of
the observed data, log p4(𝐲5|𝐱3)

GMNN: Graph Markov Neural Networks

4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:

`PL(�) , Eq✓(yU |xV )[
X

n2V

log p�(yn|yV \n,xV )]

= Eq✓(yU |xV )[
X

n2V

log p�(yn|yNB(n),xV )],
(5)

where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate
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Optimization with Pseudolikelihood
Variational-EM

• E-step: fix p% and update the variational distribution q&(𝐲#|𝐱')
to approximate the true posterior distribution p% 𝐲#|𝐲", 𝐱' .

• M-step: fix q& and update p% to maximize the lower bound

• Directly optimize the joint likelihood is difficult due to the
partition function in p%, instead we optimize the
pseudolikelihood function

GMNN: Graph Markov Neural Networks

4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:

`PL(�) , Eq✓(yU |xV )[
X

n2V

log p�(yn|yV \n,xV )]

= Eq✓(yU |xV )[
X

n2V

log p�(yn|yNB(n),xV )],
(5)

where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate

GMNN: Graph Markov Neural Networks

4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:

`PL(�) , Eq✓(yU |xV )[
X

n2V

log p�(yn|yV \n,xV )]

= Eq✓(yU |xV )[
X

n2V

log p�(yn|yNB(n),xV )],
(5)

where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate
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• Approximate it with variational distribution
q6 𝐲7|𝐱3 . Specifically we use mean-field
method:

• We parametrize each variational distribution
with a Graph Neural Network

GMNN: Graph Markov Neural Networks

4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:

`PL(�) , Eq✓(yU |xV )[
X

n2V

log p�(yn|yV \n,xV )]

= Eq✓(yU |xV )[
X

n2V

log p�(yn|yNB(n),xV )],
(5)

where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate
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4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:
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= Eq✓(yU |xV )[
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where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate

Object representations learned by GNN
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• The optimal variational distribution satisfies:

• Estimate the right term by sampling from
q6 𝐲89 : ∩7|𝐱3 , and then we have
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4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:

`PL(�) , Eq✓(yU |xV )[
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n2V

log p�(yn|yV \n,xV )]

= Eq✓(yU |xV )[
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log p�(yn|yNB(n),xV )],
(5)

where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate
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4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:
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where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate

Label distribution of object n by the learning module
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• Minimize the KL-divergence between the two
distributions
– The supervision from the learning module is used as

pseudo label to train the variational distribution

• The variational distribution can also by trained on
the labeled data

• Final objective:

GMNN: Graph Markov Neural Networks

p�(yn|ŷNB(n),xV ). Then the value of p�(yn|ŷNB(n),xV )
is fixed as target, and we update ✓ to minimize the re-
verse KL divergence between q✓(yn|xV ) and the target
p�(yn|ŷNB(n),xV ), yielding the objective function below:

O✓,U =
X

n2U

Ep�(yn|ŷNB(n),xV )[log q✓(yn|xV )]. (11)

Besides, we notice that q✓ can be also trained by predicting
the labels for the labeled objects. Therefore, we also let q✓
maximize the following supervised objective function:

O✓,L =
X

n2L

log q✓(yn|xV ). (12)

Here, yn is the ground-truth label of n. By adding Eq. (11)
and (12), we obtain the overall objective for optimizing ✓:

O✓ = O✓,U +O✓,L. (13)

4.3. Learning

In the M-step, we seek to learn the parameter �. More specif-
ically, we will fix q✓ and further update p� to maximize
Eq. (5). With the objective function, we notice that only
the conditional distribution p�(yn|yNB(n),xV ) is required
for p� in both the inference and learning steps (Eq. (11)
and (5)). Therefore, instead of defining the joint distribu-
tion of object labels p�(yV |xV ) by specifying the potential
function, we can simply focus on modeling the conditional
distribution. Here, we parameterize the conditional distri-
bution p�(yn|yNB(n),xV ) with another non-linear graph
neural network model (GNN) because of its effectiveness:

p�(yn|yNB(n),xV ) = Cat(yn|softmax(W�h�,n)). (14)

Here, the distribution of yn is characterized by a softmax
classifier, which takes the object representation h�,n learned
by a GNN model as features, and we denote the GNN
as GNN�. When learning the object representation h�,n,
GNN� treats all the labels yNB(n) surrounding the object
n as features. Therefore, GNN� essentially models local
dependencies of object labels. With the above formulation,
we no longer require any hand-crafted feature functions.

The framework is related to the label propagation meth-
ods (Zhu et al., 2003; Zhou et al., 2004), which also update
each object label by combining the surrounding labels. How-
ever, these methods propagate labels in a fixed and linear
way, whereas GNN� is in a learnable and non-linear way.

One notable thing is that when defining p�(yn|yNB(n),xV ),
GNN� only uses the object labels yNB(n) surrounding the
object n as features, but GNN� is flexible to incorporate
other features. For example, we can follow existing SRL
methods, and take both the surrounding object labels yNB(n)
and surrounding attributes xNB(n) as features in GNN�. We
will discuss this variant in our experiment (see Sec. 6.4).

Algorithm 1 Optimization Algorithm

Input: A graph G, some labeled objects (L,yL).
Output: Object labels yU for unlabeled objects U .
Pre-train q✓ with yL according to Eq. (12).
while not converge do

� M-Step: Learning Procedure

Annotate unlabeled objects with q✓.
Denote the sampled labels as ŷU .
Set ŷV = (yL, ŷU ) and update p� with Eq. (15).
� E-Step: Inference Procedure

Annotate unlabeled objects with p� and ŷV .
Denote the predicted label distribution as p�(yU ).
Update q✓ with Eq. (11), (12) based on p�(yU ),yL.

end while

Classify each unlabeled object n based on q✓(yn|xV ).

Another thing is that based on the overall formulation of
p�, i.e., Eq. (1), each object label yn should only depend on
its adjacent object labels yNB(n) and object attributes xV ,
which implies GNN� should not have more than one mes-
sage passing layer. However, a common practice in the liter-
ature of graph neural networks is to use multiple message
passing layers during training, which can effectively model
the long-range dependency between the objects. Therefore,
we also explore using multiple message passing layers for
modeling the long-range dependency between object labels.

When optimizing p� to maximize Eq. (5), we estimate the
expectation in Eq. (5) by drawing a sample from q✓(yU |xV ).
More specifically, if n is an unlabeled object, then we
sample ŷn ⇠ q✓(yn|xV ), and otherwise we set ŷn as the
ground-truth label. Therefore, the parameter � can be op-
timized by maximizing the following objective function:

O� =
X

n2V

log p�(ŷn|ŷNB(n),xV ). (15)

4.4. Optimization

To optimize our approach, we first pre-train the inference
model q✓ with the labeled objects. Then we alternatively
optimize p� and q✓ until convergence. Afterwards, both
p� and q✓ can be employed to infer the labels of unlabeled
objects. In practice, we find that q✓ consistently outperforms
p�, and thus we use q✓ to infer object labels by default. We
summarize the detailed optimization algorithm in Alg. 1.

Fig. 1 presents an illustration of the framework. For the cen-
tral object, q✓ uses the attributes of its surrounding objects
to learn its representation, and further predicts the label. By
contrast, p� utilizes the labels of the surrounding objects
as features. If a neighbor is unlabeled, we simply use a
label sampled from q✓ instead. In the E-step, p� predicts the
label for the central object, which is then treated as target to
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p�(yn|ŷNB(n),xV ). Then the value of p�(yn|ŷNB(n),xV )
is fixed as target, and we update ✓ to minimize the re-
verse KL divergence between q✓(yn|xV ) and the target
p�(yn|ŷNB(n),xV ), yielding the objective function below:

O✓,U =
X

n2U

Ep�(yn|ŷNB(n),xV )[log q✓(yn|xV )]. (11)

Besides, we notice that q✓ can be also trained by predicting
the labels for the labeled objects. Therefore, we also let q✓
maximize the following supervised objective function:

O✓,L =
X

n2L

log q✓(yn|xV ). (12)

Here, yn is the ground-truth label of n. By adding Eq. (11)
and (12), we obtain the overall objective for optimizing ✓:

O✓ = O✓,U +O✓,L. (13)

4.3. Learning

In the M-step, we seek to learn the parameter �. More specif-
ically, we will fix q✓ and further update p� to maximize
Eq. (5). With the objective function, we notice that only
the conditional distribution p�(yn|yNB(n),xV ) is required
for p� in both the inference and learning steps (Eq. (11)
and (5)). Therefore, instead of defining the joint distribu-
tion of object labels p�(yV |xV ) by specifying the potential
function, we can simply focus on modeling the conditional
distribution. Here, we parameterize the conditional distri-
bution p�(yn|yNB(n),xV ) with another non-linear graph
neural network model (GNN) because of its effectiveness:

p�(yn|yNB(n),xV ) = Cat(yn|softmax(W�h�,n)). (14)

Here, the distribution of yn is characterized by a softmax
classifier, which takes the object representation h�,n learned
by a GNN model as features, and we denote the GNN
as GNN�. When learning the object representation h�,n,
GNN� treats all the labels yNB(n) surrounding the object
n as features. Therefore, GNN� essentially models local
dependencies of object labels. With the above formulation,
we no longer require any hand-crafted feature functions.

The framework is related to the label propagation meth-
ods (Zhu et al., 2003; Zhou et al., 2004), which also update
each object label by combining the surrounding labels. How-
ever, these methods propagate labels in a fixed and linear
way, whereas GNN� is in a learnable and non-linear way.

One notable thing is that when defining p�(yn|yNB(n),xV ),
GNN� only uses the object labels yNB(n) surrounding the
object n as features, but GNN� is flexible to incorporate
other features. For example, we can follow existing SRL
methods, and take both the surrounding object labels yNB(n)
and surrounding attributes xNB(n) as features in GNN�. We
will discuss this variant in our experiment (see Sec. 6.4).

Algorithm 1 Optimization Algorithm

Input: A graph G, some labeled objects (L,yL).
Output: Object labels yU for unlabeled objects U .
Pre-train q✓ with yL according to Eq. (12).
while not converge do

� M-Step: Learning Procedure

Annotate unlabeled objects with q✓.
Denote the sampled labels as ŷU .
Set ŷV = (yL, ŷU ) and update p� with Eq. (15).
� E-Step: Inference Procedure

Annotate unlabeled objects with p� and ŷV .
Denote the predicted label distribution as p�(yU ).
Update q✓ with Eq. (11), (12) based on p�(yU ),yL.

end while

Classify each unlabeled object n based on q✓(yn|xV ).

Another thing is that based on the overall formulation of
p�, i.e., Eq. (1), each object label yn should only depend on
its adjacent object labels yNB(n) and object attributes xV ,
which implies GNN� should not have more than one mes-
sage passing layer. However, a common practice in the liter-
ature of graph neural networks is to use multiple message
passing layers during training, which can effectively model
the long-range dependency between the objects. Therefore,
we also explore using multiple message passing layers for
modeling the long-range dependency between object labels.

When optimizing p� to maximize Eq. (5), we estimate the
expectation in Eq. (5) by drawing a sample from q✓(yU |xV ).
More specifically, if n is an unlabeled object, then we
sample ŷn ⇠ q✓(yn|xV ), and otherwise we set ŷn as the
ground-truth label. Therefore, the parameter � can be op-
timized by maximizing the following objective function:

O� =
X

n2V

log p�(ŷn|ŷNB(n),xV ). (15)

4.4. Optimization

To optimize our approach, we first pre-train the inference
model q✓ with the labeled objects. Then we alternatively
optimize p� and q✓ until convergence. Afterwards, both
p� and q✓ can be employed to infer the labels of unlabeled
objects. In practice, we find that q✓ consistently outperforms
p�, and thus we use q✓ to infer object labels by default. We
summarize the detailed optimization algorithm in Alg. 1.

Fig. 1 presents an illustration of the framework. For the cen-
tral object, q✓ uses the attributes of its surrounding objects
to learn its representation, and further predicts the label. By
contrast, p� utilizes the labels of the surrounding objects
as features. If a neighbor is unlabeled, we simply use a
label sampled from q✓ instead. In the E-step, p� predicts the
label for the central object, which is then treated as target to
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p�(yn|ŷNB(n),xV ). Then the value of p�(yn|ŷNB(n),xV )
is fixed as target, and we update ✓ to minimize the re-
verse KL divergence between q✓(yn|xV ) and the target
p�(yn|ŷNB(n),xV ), yielding the objective function below:

O✓,U =
X

n2U

Ep�(yn|ŷNB(n),xV )[log q✓(yn|xV )]. (11)

Besides, we notice that q✓ can be also trained by predicting
the labels for the labeled objects. Therefore, we also let q✓
maximize the following supervised objective function:

O✓,L =
X

n2L

log q✓(yn|xV ). (12)

Here, yn is the ground-truth label of n. By adding Eq. (11)
and (12), we obtain the overall objective for optimizing ✓:

O✓ = O✓,U +O✓,L. (13)

4.3. Learning

In the M-step, we seek to learn the parameter �. More specif-
ically, we will fix q✓ and further update p� to maximize
Eq. (5). With the objective function, we notice that only
the conditional distribution p�(yn|yNB(n),xV ) is required
for p� in both the inference and learning steps (Eq. (11)
and (5)). Therefore, instead of defining the joint distribu-
tion of object labels p�(yV |xV ) by specifying the potential
function, we can simply focus on modeling the conditional
distribution. Here, we parameterize the conditional distri-
bution p�(yn|yNB(n),xV ) with another non-linear graph
neural network model (GNN) because of its effectiveness:

p�(yn|yNB(n),xV ) = Cat(yn|softmax(W�h�,n)). (14)

Here, the distribution of yn is characterized by a softmax
classifier, which takes the object representation h�,n learned
by a GNN model as features, and we denote the GNN
as GNN�. When learning the object representation h�,n,
GNN� treats all the labels yNB(n) surrounding the object
n as features. Therefore, GNN� essentially models local
dependencies of object labels. With the above formulation,
we no longer require any hand-crafted feature functions.

The framework is related to the label propagation meth-
ods (Zhu et al., 2003; Zhou et al., 2004), which also update
each object label by combining the surrounding labels. How-
ever, these methods propagate labels in a fixed and linear
way, whereas GNN� is in a learnable and non-linear way.

One notable thing is that when defining p�(yn|yNB(n),xV ),
GNN� only uses the object labels yNB(n) surrounding the
object n as features, but GNN� is flexible to incorporate
other features. For example, we can follow existing SRL
methods, and take both the surrounding object labels yNB(n)
and surrounding attributes xNB(n) as features in GNN�. We
will discuss this variant in our experiment (see Sec. 6.4).

Algorithm 1 Optimization Algorithm

Input: A graph G, some labeled objects (L,yL).
Output: Object labels yU for unlabeled objects U .
Pre-train q✓ with yL according to Eq. (12).
while not converge do

� M-Step: Learning Procedure

Annotate unlabeled objects with q✓.
Denote the sampled labels as ŷU .
Set ŷV = (yL, ŷU ) and update p� with Eq. (15).
� E-Step: Inference Procedure

Annotate unlabeled objects with p� and ŷV .
Denote the predicted label distribution as p�(yU ).
Update q✓ with Eq. (11), (12) based on p�(yU ),yL.

end while

Classify each unlabeled object n based on q✓(yn|xV ).

Another thing is that based on the overall formulation of
p�, i.e., Eq. (1), each object label yn should only depend on
its adjacent object labels yNB(n) and object attributes xV ,
which implies GNN� should not have more than one mes-
sage passing layer. However, a common practice in the liter-
ature of graph neural networks is to use multiple message
passing layers during training, which can effectively model
the long-range dependency between the objects. Therefore,
we also explore using multiple message passing layers for
modeling the long-range dependency between object labels.

When optimizing p� to maximize Eq. (5), we estimate the
expectation in Eq. (5) by drawing a sample from q✓(yU |xV ).
More specifically, if n is an unlabeled object, then we
sample ŷn ⇠ q✓(yn|xV ), and otherwise we set ŷn as the
ground-truth label. Therefore, the parameter � can be op-
timized by maximizing the following objective function:

O� =
X

n2V

log p�(ŷn|ŷNB(n),xV ). (15)

4.4. Optimization

To optimize our approach, we first pre-train the inference
model q✓ with the labeled objects. Then we alternatively
optimize p� and q✓ until convergence. Afterwards, both
p� and q✓ can be employed to infer the labels of unlabeled
objects. In practice, we find that q✓ consistently outperforms
p�, and thus we use q✓ to infer object labels by default. We
summarize the detailed optimization algorithm in Alg. 1.

Fig. 1 presents an illustration of the framework. For the cen-
tral object, q✓ uses the attributes of its surrounding objects
to learn its representation, and further predicts the label. By
contrast, p� utilizes the labels of the surrounding objects
as features. If a neighbor is unlabeled, we simply use a
label sampled from q✓ instead. In the E-step, p� predicts the
label for the central object, which is then treated as target to
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4.1. Pseudolikelihood Variational EM

Following existing SRL methods, we use a conditional ran-
dom field as in Eq. (1) to model the joint distribution of ob-
ject labels conditioned on object attributes, i.e., p�(yV |xV ),
where the potential is defined over each edge, and � is the
model parameters. For now, we ignore the specific formula-
tion of the potential function, and we will discuss it later.

We learn the model parameters � by maximizing the log-
likelihood function of the observed object labels, i.e.,
log p�(yL|xV ). However, directly maximizing the log-
likelihood function is difficult, since many object labels
are unobserved. Therefore, we instead optimize the evi-
dence lower bound (ELBO) of the log-likelihood function:

log p�(yL|xV ) �
Eq✓(yU |xV )[log p�(yL,yU |xV )� log q✓(yU |xV )],

(3)

where q✓(yU |xV ) can be any distributions over yU , and the
equation holds when q✓(yU |xV ) = p�(yU |yL,xV ). Ac-
cording to the variational EM algorithm (Neal & Hinton,
1998), such a lower bound can be optimized by alternating
between a variational E-step and an M-step. In the vari-
ational E-step (a.k.a., inference procedure), the goal is to
fix p� and update the variational distribution q✓(yU |xV ) to
approximate the true posterior distribution p�(yU |yL,xV ).

In the M-step (a.k.a., learning procedure), we fix q✓ and
update p� to maximize the likelihood function below:

`(�) = Eq✓(yU |xV )[log p�(yL,yU |xV )] (4)

However, directly optimizing the likelihood function can be
difficult, as we have to calculate the partition function in p�.
To avoid calculating the partition function, we instead op-
timize the pseudolikelihood function (Besag, 1975) below:

`PL(�) , Eq✓(yU |xV )[
X

n2V

log p�(yn|yV \n,xV )]

= Eq✓(yU |xV )[
X

n2V

log p�(yn|yNB(n),xV )],
(5)

where NB(n) is the neighbor set of n, and the equation is
based on the independence properties of p�(yV |xV ) derived
from its formulation, i.e., Eq. (1). The pseudolikelihood
approach is widely used for learning Markov networks (Kok
& Domingos, 2005; Richardson & Domingos, 2006). Next,
we introduce the details of the inference and learning steps.

4.2. Inference

The inference step aims to compute the posterior distribution
p�(yU |yL,xV ). Due to the complicated relational struc-
tures between object labels, exact inference is intractable.

Therefore, we approximate it with another variational dis-
tribution q✓(yU |xV ). Specifically, we use the mean-field
method (Opper & Saad, 2001), in which q✓ is formulated as:

q✓(yU |xV ) =
Y

n2U

q✓(yn|xV ). (6)

Here, n is the index of unlabeled objects. In the variational
distribution, all object labels are assumed to be independent.

To formulate the distribution of each object label in q✓, we
follow amortized inference (Gershman & Goodman, 2014;
Kingma & Welling, 2014), and parameterize q✓(yn|xV )
with a graph neural network (GNN), which learns effective
objective representations for label prediction:

q✓(yn|xV ) = Cat(yn|softmax(W✓h✓,n)). (7)

Specifically, q✓(yn|xV ) is formulated as a categorical dis-
tribution, and the probability of each class is calculated by a
softmax classifier based on the object representation h✓,n.
The representation h✓,n is learned by a GNN model with the
object attributes xV as features, and ✓ as parameters. We de-
note the GNN model as GNN✓. With GNN✓, we can benefit
inference by learning effective representations of objects
from their attributes and connections. Moreover, by sharing
GNN✓ across different objects, we can also significantly
reduce the number of parameters required for inference,
which is more efficient (Kingma & Welling, 2014).

With the above mean-field formulation, the optimal distribu-
tion q✓(yn|xV ) satisfies the following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.
(8)

We provide the proof in appendix. The right side of the
condition involves expectation with respect to q✓. To fur-
ther simplify the condition, we estimate the expectation by
drawing a sample from q✓(yNB(n)\U |xV ), resulting in:

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )]

' log p�(yn|ŷNB(n),xV ).
(9)

In the above formula, ŷNB(n) = {ŷk}k2NB(n) is defined
as below. For each unlabeled neighbor k of object n, we
sample ŷk ⇠ q✓(yk|xV ), and for each labeled neighbor k
of object n, ŷk is set as the ground-truth label. In practice,
we find that using one sample from q✓(yNB(n)\U |xV ) yields
comparable results with multiple samples. Therefore, in the
experiments, only one sample is used for efficiency purpose.

Based on Eq. (8) and (9), the optimal q✓(yn|xV ) satisfies:

q✓(yn|xV ) ⇡ p�(yn|ŷNB(n),xV ), (10)

To learn the optimal q✓(yn|xV ), we employ a method sim-
ilar to (Salakhutdinov & Larochelle, 2010). More specifi-
cally, we start with using the current value of ✓ to calculate
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p�(yn|ŷNB(n),xV ). Then the value of p�(yn|ŷNB(n),xV )
is fixed as target, and we update ✓ to minimize the re-
verse KL divergence between q✓(yn|xV ) and the target
p�(yn|ŷNB(n),xV ), yielding the objective function below:

O✓,U =
X

n2U

Ep�(yn|ŷNB(n),xV )[log q✓(yn|xV )]. (11)

Besides, we notice that q✓ can be also trained by predicting
the labels for the labeled objects. Therefore, we also let q✓
maximize the following supervised objective function:

O✓,L =
X

n2L

log q✓(yn|xV ). (12)

Here, yn is the ground-truth label of n. By adding Eq. (11)
and (12), we obtain the overall objective for optimizing ✓:

O✓ = O✓,U +O✓,L. (13)

4.3. Learning

In the M-step, we seek to learn the parameter �. More specif-
ically, we will fix q✓ and further update p� to maximize
Eq. (5). With the objective function, we notice that only
the conditional distribution p�(yn|yNB(n),xV ) is required
for p� in both the inference and learning steps (Eq. (11)
and (5)). Therefore, instead of defining the joint distribu-
tion of object labels p�(yV |xV ) by specifying the potential
function, we can simply focus on modeling the conditional
distribution. Here, we parameterize the conditional distri-
bution p�(yn|yNB(n),xV ) with another non-linear graph
neural network model (GNN) because of its effectiveness:

p�(yn|yNB(n),xV ) = Cat(yn|softmax(W�h�,n)). (14)

Here, the distribution of yn is characterized by a softmax
classifier, which takes the object representation h�,n learned
by a GNN model as features, and we denote the GNN
as GNN�. When learning the object representation h�,n,
GNN� treats all the labels yNB(n) surrounding the object
n as features. Therefore, GNN� essentially models local
dependencies of object labels. With the above formulation,
we no longer require any hand-crafted feature functions.

The framework is related to the label propagation meth-
ods (Zhu et al., 2003; Zhou et al., 2004), which also update
each object label by combining the surrounding labels. How-
ever, these methods propagate labels in a fixed and linear
way, whereas GNN� is in a learnable and non-linear way.

One notable thing is that when defining p�(yn|yNB(n),xV ),
GNN� only uses the object labels yNB(n) surrounding the
object n as features, but GNN� is flexible to incorporate
other features. For example, we can follow existing SRL
methods, and take both the surrounding object labels yNB(n)
and surrounding attributes xNB(n) as features in GNN�. We
will discuss this variant in our experiment (see Sec. 6.4).

Algorithm 1 Optimization Algorithm

Input: A graph G, some labeled objects (L,yL).
Output: Object labels yU for unlabeled objects U .
Pre-train q✓ with yL according to Eq. (12).
while not converge do

� M-Step: Learning Procedure

Annotate unlabeled objects with q✓.
Denote the sampled labels as ŷU .
Set ŷV = (yL, ŷU ) and update p� with Eq. (15).
� E-Step: Inference Procedure

Annotate unlabeled objects with p� and ŷV .
Denote the predicted label distribution as p�(yU ).
Update q✓ with Eq. (11), (12) based on p�(yU ),yL.

end while

Classify each unlabeled object n based on q✓(yn|xV ).

Another thing is that based on the overall formulation of
p�, i.e., Eq. (1), each object label yn should only depend on
its adjacent object labels yNB(n) and object attributes xV ,
which implies GNN� should not have more than one mes-
sage passing layer. However, a common practice in the liter-
ature of graph neural networks is to use multiple message
passing layers during training, which can effectively model
the long-range dependency between the objects. Therefore,
we also explore using multiple message passing layers for
modeling the long-range dependency between object labels.

When optimizing p� to maximize Eq. (5), we estimate the
expectation in Eq. (5) by drawing a sample from q✓(yU |xV ).
More specifically, if n is an unlabeled object, then we
sample ŷn ⇠ q✓(yn|xV ), and otherwise we set ŷn as the
ground-truth label. Therefore, the parameter � can be op-
timized by maximizing the following objective function:

O� =
X

n2V

log p�(ŷn|ŷNB(n),xV ). (15)

4.4. Optimization

To optimize our approach, we first pre-train the inference
model q✓ with the labeled objects. Then we alternatively
optimize p� and q✓ until convergence. Afterwards, both
p� and q✓ can be employed to infer the labels of unlabeled
objects. In practice, we find that q✓ consistently outperforms
p�, and thus we use q✓ to infer object labels by default. We
summarize the detailed optimization algorithm in Alg. 1.

Fig. 1 presents an illustration of the framework. For the cen-
tral object, q✓ uses the attributes of its surrounding objects
to learn its representation, and further predicts the label. By
contrast, p� utilizes the labels of the surrounding objects
as features. If a neighbor is unlabeled, we simply use a
label sampled from q✓ instead. In the E-step, p� predicts the
label for the central object, which is then treated as target to
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p�(yn|ŷNB(n),xV ). Then the value of p�(yn|ŷNB(n),xV )
is fixed as target, and we update ✓ to minimize the re-
verse KL divergence between q✓(yn|xV ) and the target
p�(yn|ŷNB(n),xV ), yielding the objective function below:

O✓,U =
X

n2U

Ep�(yn|ŷNB(n),xV )[log q✓(yn|xV )]. (11)

Besides, we notice that q✓ can be also trained by predicting
the labels for the labeled objects. Therefore, we also let q✓
maximize the following supervised objective function:

O✓,L =
X

n2L

log q✓(yn|xV ). (12)

Here, yn is the ground-truth label of n. By adding Eq. (11)
and (12), we obtain the overall objective for optimizing ✓:

O✓ = O✓,U +O✓,L. (13)

4.3. Learning

In the M-step, we seek to learn the parameter �. More specif-
ically, we will fix q✓ and further update p� to maximize
Eq. (5). With the objective function, we notice that only
the conditional distribution p�(yn|yNB(n),xV ) is required
for p� in both the inference and learning steps (Eq. (11)
and (5)). Therefore, instead of defining the joint distribu-
tion of object labels p�(yV |xV ) by specifying the potential
function, we can simply focus on modeling the conditional
distribution. Here, we parameterize the conditional distri-
bution p�(yn|yNB(n),xV ) with another non-linear graph
neural network model (GNN) because of its effectiveness:

p�(yn|yNB(n),xV ) = Cat(yn|softmax(W�h�,n)). (14)

Here, the distribution of yn is characterized by a softmax
classifier, which takes the object representation h�,n learned
by a GNN model as features, and we denote the GNN
as GNN�. When learning the object representation h�,n,
GNN� treats all the labels yNB(n) surrounding the object
n as features. Therefore, GNN� essentially models local
dependencies of object labels. With the above formulation,
we no longer require any hand-crafted feature functions.

The framework is related to the label propagation meth-
ods (Zhu et al., 2003; Zhou et al., 2004), which also update
each object label by combining the surrounding labels. How-
ever, these methods propagate labels in a fixed and linear
way, whereas GNN� is in a learnable and non-linear way.

One notable thing is that when defining p�(yn|yNB(n),xV ),
GNN� only uses the object labels yNB(n) surrounding the
object n as features, but GNN� is flexible to incorporate
other features. For example, we can follow existing SRL
methods, and take both the surrounding object labels yNB(n)
and surrounding attributes xNB(n) as features in GNN�. We
will discuss this variant in our experiment (see Sec. 6.4).

Algorithm 1 Optimization Algorithm

Input: A graph G, some labeled objects (L,yL).
Output: Object labels yU for unlabeled objects U .
Pre-train q✓ with yL according to Eq. (12).
while not converge do

� M-Step: Learning Procedure

Annotate unlabeled objects with q✓.
Denote the sampled labels as ŷU .
Set ŷV = (yL, ŷU ) and update p� with Eq. (15).
� E-Step: Inference Procedure

Annotate unlabeled objects with p� and ŷV .
Denote the predicted label distribution as p�(yU ).
Update q✓ with Eq. (11), (12) based on p�(yU ),yL.

end while

Classify each unlabeled object n based on q✓(yn|xV ).

Another thing is that based on the overall formulation of
p�, i.e., Eq. (1), each object label yn should only depend on
its adjacent object labels yNB(n) and object attributes xV ,
which implies GNN� should not have more than one mes-
sage passing layer. However, a common practice in the liter-
ature of graph neural networks is to use multiple message
passing layers during training, which can effectively model
the long-range dependency between the objects. Therefore,
we also explore using multiple message passing layers for
modeling the long-range dependency between object labels.

When optimizing p� to maximize Eq. (5), we estimate the
expectation in Eq. (5) by drawing a sample from q✓(yU |xV ).
More specifically, if n is an unlabeled object, then we
sample ŷn ⇠ q✓(yn|xV ), and otherwise we set ŷn as the
ground-truth label. Therefore, the parameter � can be op-
timized by maximizing the following objective function:

O� =
X

n2V

log p�(ŷn|ŷNB(n),xV ). (15)

4.4. Optimization

To optimize our approach, we first pre-train the inference
model q✓ with the labeled objects. Then we alternatively
optimize p� and q✓ until convergence. Afterwards, both
p� and q✓ can be employed to infer the labels of unlabeled
objects. In practice, we find that q✓ consistently outperforms
p�, and thus we use q✓ to infer object labels by default. We
summarize the detailed optimization algorithm in Alg. 1.

Fig. 1 presents an illustration of the framework. For the cen-
tral object, q✓ uses the attributes of its surrounding objects
to learn its representation, and further predicts the label. By
contrast, p� utilizes the labels of the surrounding objects
as features. If a neighbor is unlabeled, we simply use a
label sampled from q✓ instead. In the E-step, p� predicts the
label for the central object, which is then treated as target to

9𝐲1~q2 𝐲3|𝐱$ , if n is unlabeled

9𝐲1 is the ground truth label, if n is labeled
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Overall Optimization Procedure
• Two Graph Neural Networks Collaborate with 

each other
– 𝑝%: learning network, modeling the label dependency
– 𝑞&: inference network, learning the object 

representations
• 𝑞< infer the labels of unlabeled objects trained with

supervision from 𝑝= and labeled objects
• 𝑝= is trained with a fully labeled graph, where the

unlabeled objects are labeled by 𝑞<
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Applications: Object/Node Classification

• Train, validation, and test are standard split
• State-of-the-art performance

GMNN: Graph Markov Neural Networks

Table 1. Dataset statistics. OC, NRL, LC represent object classification, node representation learning and link classification respectively.

Dataset Task # Nodes # Edges # Features # Classes # Training # Validation # Test

Cora OC / NRL 2,708 5,429 1,433 7 140 500 1,000
Citeseer OC / NRL 3,327 4,732 3,703 6 120 500 1,000
Pubmed OC / NRL 19,717 44,338 500 3 60 500 1,000

Bitcoin Alpha LC 3,783 24,186 3,783 2 100 500 3,221
Bitcoin OTC LC 5,881 35,592 5,881 2 100 500 5,947

Table 2. Results of object classification. [*] means the results are
taken from the corresponding papers.

Category Algorithm Cora Citeseer Pubmed

SSL LP 74.2 56.3 71.6

SRL

PRM 77.0 63.4 68.3
RMN 71.3 68.0 70.7
MLN 74.6 68.0 75.3

GNN

Planetoid * 75.7 64.7 77.2
GCN * 81.5 70.3 79.0
GAT * 83.0 72.5 79.0

GMNN
W/o Attr. in p� 83.4 73.1 81.4
With Attr. in p� 83.7 72.9 81.8

Table 3. Results of unsupervised node representation learning. [*]
means the results are taken from corresponding papers.

Category Algorithm Cora Citeseer Pubmed

GNN
DeepWalk * 67.2 43.2 65.3

DGI * 82.3 71.8 76.8

GMNN
With only q✓ . 78.1 68.0 79.3
With q✓ and p� 82.8 71.5 81.6

regression model locally for each object. This logistic re-
gression model takes the attributes of each object and also
those of its neighbors as features. Besides, we treat the la-
bels of two linked objects as a clique template, which is the
same as in Taskar et al. (2002). In RMN, a complete score
table is employed for modeling label dependency, which
maintains a potential score for every possible combination of
object labels in a clique. In MLN, we simply use a indicator
function in the potential function, and the indicator function
judges whether the linked objects in a clique have the same
label. Loop belief propagation (Murphy et al., 1999) is used
for approximation inference in RMN and MLN.

SSL Methods. For the methods of graph-based semi-
supervised classification, we choose the label propagation
method (Zhou et al., 2004) to compare with.

6.3. Parameter Settings

Object Classification. For GMNN, p� and q✓ are com-
posed of two graph convolutional layers with 16 hidden units
and the ReLU activation function (Nair & Hinton, 2010),
followed by the softmax function, as suggested in Kipf &
Welling (2017). Dropout (Srivastava et al., 2014) is applied
to the network inputs with p = 0.5. We use the RMSProp
optimizer (Tieleman & Hinton, 2012) during training, with

the initial learning rate as 0.05 and weight decay as 0.0005.
In each iteration, both networks are trained for 100 epochs.
The mean accuracy over 100 runs is reported in experiment.

Unsupervised Node Representation Learning. For
GMNN, p� and q✓ are composed of two graph convolu-
tional layers followed by a linear layer and the softmax
function. The dimension of hidden layers is set as 512 for
Cora and Citeseer, and 256 for Pubmed, which are the same
as in Veličković et al. (2019). ReLU (Nair & Hinton, 2010)
is used as the activation function. We apply dropout (Sri-
vastava et al., 2014) to the inputs of both networks with
p = 0.5. The Adam SGD optimizer (Kingma & Ba, 2014)
is used for training, with initial learning rate as 0.1 and
weight decay as 0.0005. We empirically train q✓ for 200
epoches during pre-training. Afterwards, we train both p�

and q✓ for 2 iterations, with 100 epochs for each network
per iteration. The mean accuracy over 50 runs is reported.

Link Classification. The setting of GMNN is similar as in
the object classification task, with the following differences.
The dimension of the hidden layers is set as 128. No weight
decay and dropout are used. In each iteration, both networks
are trained for 5 epochs with the Adam optimizer (Kingma
& Ba, 2014), and the initial learning rate is 0.01.

6.4. Results

1. Comparison with the Baseline Methods. The quantita-
tive results on the three tasks are presented in Tab. 2, 3, 4
respectively. For object classification, our approach GMNN
significantly outperforms all the SRL methods. The per-
formance gain is from two folds. First, during inference,
GMNN employs a GNN model, which can learn effective
object representations to improve inference. Second, during
learning, we model the local label dependency with an-
other GNN, which is more effective than the SRL methods.
GMNN is also superior to the label propagation method,
as GMNN can utilize object attributes and propagate la-
bels in a non-linear way. Compared with GCN, which
employs the same architecture as the inference network
in GMNN, GMNN significantly outperforms GCN, and the
performance gain mainly comes from the capability of mod-
eling label dependencies. Besides, GMNN also outperforms
GAT, but their performances are quite close. This is because
GAT utilizes a much more complicated architecture. Since
GAT is less efficient, we did not try it in GMNN, but we
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Few-shot Learning Settings

• 5 labeled objects for each class
• The performance gain are even larger

GMNN: Graph Markov Neural Networks

A. The Optimality Condition for q✓

Theorem A.1. For the mean-field variational distribution,

the optimal q✓(yn|xV ) for each node n is given by the

following fixed-point condition:

log q✓(yn|xV ) =

Eq✓(yNB(n)\U |xV )[log p�(yn|yNB(n),xV )] + const.

Proof. To make the notation more concise, we will omit
xV in the following proof (e.g., simplifying q✓(yn|xV ) as
q✓(yn)). Recall that our overall goal for q✓ is to minimize
the KL divergence between q✓(yU ) and p�(yU |yL). Based
on that, if we consider each individual node n0, the objective
function for q✓(yn0) is given as follows:

O(q✓(yn0)) = �KL(q✓(yU )||p�(yU |yL))

=
X

yU

q✓(yU )[log p�(yU |yL)� log q✓(yU )]

=
X

yU

Y

n

q✓(yn)

"
log p�(yU ,yL)�

X

n

log q✓(yn)

#

+ const

=
X

yn0

X

yU\n0

q✓(yn0)
Y

n 6=n0

q✓(yn)

"
log p�(yU ,yL)�

X

n

log q✓(yn)

#
+ const

=
X

yn0

q✓(yn0)
X

yU\n0

Y

n 6=n0

q✓(yn) log p�(yU ,yL)

�
X

yn0

q✓(yn0)
X

yU\n0

Y

n 6=n0

q✓(yn)

2

4
X

n 6=n0

log q✓(yn) + log q✓(yn0)

3

5+ const

=
X

yn0

q✓(yn0) logF (yn0)�
X

yn0

q✓(yn0) log q✓(yn0)

+ const

=� KL
✓
q✓(yn0)||

F (yn0)

Z

◆
+ const.

(16)
Here, Z is a normalization term, which makes F (yn0) a
valid distribution on yn0 , and we have

logF (yn0) =
X

yU\n0

Y

n 6=n0

q✓(yn) log p�(yU ,yL)

= Eq✓(yU\n0
)[log p�(yU ,yL)].

Based on the Eq.(16), the optimal q✓(yn0) is achieved when

it equals to F (yn0 )
Z , and thus we have:

log q✓(yn0) = logF (yn0) + const
= Eq✓(yU\n0

)[log p�(yU ,yL)] + const

= Eq✓(yU\n0
)

⇥
log p�(yn0 |yV \n0

)
⇤
+ const

= Eq✓(yU\n0
)

⇥
log p�(yn0 |yNB(n0))

⇤
+ const

= Eq✓(yNB(n0)\U )

⇥
log p�(yn0 |yNB(n0))

⇤
+ const.

Here, p�(yn0 |yV \n0
) = p�(yn0 |yNB(n0)) is based on the

conditional independence property of Markov networks.

B. Additional Experiment

B.1. Results on Random Data Splits

Table 7. Results on random data splits.
Algorithm Cora Citeseer Pubmed

GCN 81.5 71.3 80.3
GAT 82.1 71.5 80.1

GMNN 83.1 73.0 81.9

In the previous experiment, we have seen that GMNN
significantly outperforms all the baseline methods for
semi-supervised object classification under the data splits
from (Yang et al., 2016). To further validate the effective-
ness of GMNN, we also evaluate GMNN on some random
data splits. Specifically, we randomly create 10 data splits
for each dataset. The size of the training, validation and test
sets in each split is the same as the split in Yang et al. (2016).
We compare GMNN with GCN (Kipf & Welling, 2017) and
GAT (Veličković et al., 2018) on those random data splits,
as they are the most competitive baseline methods. For each
data split, we run each method with 10 different seeds, and
report the overall mean accuracy in Tab. 7. We see GMNN
consistently outperforms GCN and GAT on all datasets,
which proves the effectiveness and robustness of GMNN.

B.2. Results on Few-shot Learning Settings

Table 8. Results on few-shot learning settings.
Algorithm Cora Citeseer Pubmed

GCN 74.9 69.0 76.9
GAT 77.0 68.9 75.4

GMNN 78.6 72.7 79.1

In the previous experiment, we have proved the effectiveness
of GMNN for object classification in the semi-supervised
setting. Next, we further conduct experiment in the few-
short learning setting to evaluate the robustness of GMNN
to data scarcity. We choose GCN and GAT for comparison.
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Ablation Study on 𝑝< 𝐲𝐧|𝐲>?(@)

• 1 mean pooling layer: just take the average
distribution of labels of neighbors,
– label propagation!
– Model the label dependency in a linear way

GMNN: Graph Markov Neural Networks

anticipate the results can be further improved by using GAT,
and we leave it as future work. In addition, by incorporating
the object attributes in the learning network p�, we further
improve the performance, showing that GMNN is flexible
and also effective to use additional features in the learning
network. For link classification, we obtain similar results.

For unsupervised node representation learning, GMNN
achieves the state-of-the-art performance on the Cora and
Pubmed datasets. The reason is that it effectively models the
smoothness of the neighbor distributions for different nodes
with the p� network. Also, the performance of GMNN is
quite close to the performance in the semi-supervised setting
(Tab. 2), showing that the learned representations are quite
effective. We also compare with a variant without using
the p� network (with only q✓). In this case, we see that the
performance drops significantly, showing the importance of
using p� as a regularizer over the neighbor distributions.

Table 4. Results of link classification.
Category Algorithm Bitcoin Alpha Bitcoin OTC

SSL LP 59.68 65.58

SRL

PRM 58.59 64.37
RMN 59.56 65.59
MLN 60.87 65.62

GNN
DeepWalk 62.71 63.20

GCN 64.00 65.69

GMNN
W/o Attr. in p� 65.59 66.62
With Attr. in p� 65.86 66.83

2. Analysis of the Amortized Inference. In GMNN, we
employ amortized inference, and parameterize the posterior
label distribution by using a GNN model. In this section, we
thoroughly look into this strategy, and present some anal-
ysis in Tab. 5. Here, the variant “Non-amortized” simply
models each q✓(yn|xV ) as a categorical distribution with in-
dependent parameters, and performs fix-point iteration (i.e.,
Eq. (8)) to calculate the value. We see that the performance
of this variant is very poor on all datasets. By parameter-
izing the posterior distribution as a neural network, which
leverages the own attributes of each object for inference, the
performance (1 Linear Layer) is significantly improved, but
sill not satisfactory. With several GC layers, we are able to
incorporate the attributes from the surrounding neighbors for
each object, yielding further significant improvement. The
above observations prove the effectiveness of our strategy
for inferring the posterior label distributions.

Table 5. Analysis of amortized inference.
Architecture Cora Citeseer Pubmed

Non-amortized 45.3 28.1 42.2
1 Linear Layer 55.8 57.5 69.8

1 GC Layer 72.9 67.6 71.8
2 GC Layers 83.4 73.1 81.4
3 GC Layers 82.0 70.6 80.7

3. Ablation Study of the Learning Network. In GMNN,
the conditional distribution p�(yn|yNB(n),xV ) is parameter-
ized as another GNN, which essentially models the local
label dependency. In this section, we compare different
architectures of the GNN on the object classification task,
and the results are presented in Tab. 6. Here, the variant “1
Mean Pooling Layer” computes the distribution of yn as the
linear combination of {yk}k2NB(n). This variant is similar to
the label propagation methods, and its performance is quite
competitive. However, the weights of different neighbors
during propagation are fixed. By parameterizing the con-
ditional distribution with several GC layers, we are able to
automatically learn the propagation weights, and thus obtain
superior results on all datasets. This observation proves the
effectiveness of employing GNNs in the learning procedure.

Table 6. Ablation study of the learning network.
Architecture Cora Citeseer Pubmed

1 Mean Pooling Layer 82.4 71.9 80.7
1 GC Layer 83.1 73.1 80.9
2 GC Layers 83.4 73.1 81.4
3 GC Layers 83.6 73.0 81.5

4. Convergence Analysis. In GMNN, we utilize the varia-
tional EM algorithm for optimization, which consists of an
E-step and an M-step in each iteration. Next, we analyze
the convergence of GMNN. We take the Cora and Citeseer
datasets on object classification as examples, and report the
validation accuracy of both the q✓ and p� networks at each
iteration. Fig. 2 presents the convergence curve, in which it-
eration 0 corresponds to the pre-training stage. GMNN takes
only few iterations to convergence, which is very efficient.

(a) Cora (b) Citeseer

Figure 2. Convergence analysis.

7. Conclusion

This paper studies semi-supervised object classification,
which is a fundamental problem in relational data mod-
eling, and a novel approach called the GMNN is proposed.
GMNN employs a conditional random field to model the
joint distribution of object labels, and two graph neural net-
works are utilized to improve both the inference and learning
procedures. Experimental results on three tasks prove the
effectiveness of GMNN. In the future, we plan to further
improve GMNN to deal with graphs with multiple edge
types, such as knowledge graphs (Bollacker et al., 2008).
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Ablation Study on q% 𝐲𝒏|𝐱𝑽

• Non-amortized: treat q6 𝐲:|𝐱3 as parameter,
independent of 𝐱3

• 1 Linear Layer: only use the features 𝐱:

GMNN: Graph Markov Neural Networks

anticipate the results can be further improved by using GAT,
and we leave it as future work. In addition, by incorporating
the object attributes in the learning network p�, we further
improve the performance, showing that GMNN is flexible
and also effective to use additional features in the learning
network. For link classification, we obtain similar results.

For unsupervised node representation learning, GMNN
achieves the state-of-the-art performance on the Cora and
Pubmed datasets. The reason is that it effectively models the
smoothness of the neighbor distributions for different nodes
with the p� network. Also, the performance of GMNN is
quite close to the performance in the semi-supervised setting
(Tab. 2), showing that the learned representations are quite
effective. We also compare with a variant without using
the p� network (with only q✓). In this case, we see that the
performance drops significantly, showing the importance of
using p� as a regularizer over the neighbor distributions.

Table 4. Results of link classification.
Category Algorithm Bitcoin Alpha Bitcoin OTC

SSL LP 59.68 65.58

SRL

PRM 58.59 64.37
RMN 59.56 65.59
MLN 60.87 65.62

GNN
DeepWalk 62.71 63.20

GCN 64.00 65.69

GMNN
W/o Attr. in p� 65.59 66.62
With Attr. in p� 65.86 66.83

2. Analysis of the Amortized Inference. In GMNN, we
employ amortized inference, and parameterize the posterior
label distribution by using a GNN model. In this section, we
thoroughly look into this strategy, and present some anal-
ysis in Tab. 5. Here, the variant “Non-amortized” simply
models each q✓(yn|xV ) as a categorical distribution with in-
dependent parameters, and performs fix-point iteration (i.e.,
Eq. (8)) to calculate the value. We see that the performance
of this variant is very poor on all datasets. By parameter-
izing the posterior distribution as a neural network, which
leverages the own attributes of each object for inference, the
performance (1 Linear Layer) is significantly improved, but
sill not satisfactory. With several GC layers, we are able to
incorporate the attributes from the surrounding neighbors for
each object, yielding further significant improvement. The
above observations prove the effectiveness of our strategy
for inferring the posterior label distributions.

Table 5. Analysis of amortized inference.
Architecture Cora Citeseer Pubmed

Non-amortized 45.3 28.1 42.2
1 Linear Layer 55.8 57.5 69.8

1 GC Layer 72.9 67.6 71.8
2 GC Layers 83.4 73.1 81.4
3 GC Layers 82.0 70.6 80.7

3. Ablation Study of the Learning Network. In GMNN,
the conditional distribution p�(yn|yNB(n),xV ) is parameter-
ized as another GNN, which essentially models the local
label dependency. In this section, we compare different
architectures of the GNN on the object classification task,
and the results are presented in Tab. 6. Here, the variant “1
Mean Pooling Layer” computes the distribution of yn as the
linear combination of {yk}k2NB(n). This variant is similar to
the label propagation methods, and its performance is quite
competitive. However, the weights of different neighbors
during propagation are fixed. By parameterizing the con-
ditional distribution with several GC layers, we are able to
automatically learn the propagation weights, and thus obtain
superior results on all datasets. This observation proves the
effectiveness of employing GNNs in the learning procedure.

Table 6. Ablation study of the learning network.
Architecture Cora Citeseer Pubmed

1 Mean Pooling Layer 82.4 71.9 80.7
1 GC Layer 83.1 73.1 80.9
2 GC Layers 83.4 73.1 81.4
3 GC Layers 83.6 73.0 81.5

4. Convergence Analysis. In GMNN, we utilize the varia-
tional EM algorithm for optimization, which consists of an
E-step and an M-step in each iteration. Next, we analyze
the convergence of GMNN. We take the Cora and Citeseer
datasets on object classification as examples, and report the
validation accuracy of both the q✓ and p� networks at each
iteration. Fig. 2 presents the convergence curve, in which it-
eration 0 corresponds to the pre-training stage. GMNN takes
only few iterations to convergence, which is very efficient.

(a) Cora (b) Citeseer

Figure 2. Convergence analysis.

7. Conclusion

This paper studies semi-supervised object classification,
which is a fundamental problem in relational data mod-
eling, and a novel approach called the GMNN is proposed.
GMNN employs a conditional random field to model the
joint distribution of object labels, and two graph neural net-
works are utilized to improve both the inference and learning
procedures. Experimental results on three tasks prove the
effectiveness of GMNN. In the future, we plan to further
improve GMNN to deal with graphs with multiple edge
types, such as knowledge graphs (Bollacker et al., 2008).
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Applications: Unsupervised Node
Representation Learning

• There are no labeled nodes!!
• Instead, we introduce a pseudo task. For each

node n, we aims to predict the neighbors , i.e.,
𝑝 𝑦 |n, 𝐱𝑽

• E-step: infer the neighbor distribution for each
node with 𝑞6

• M-step: update the 𝑝4 to model the local
dependency of the inferred neighbor
distributions
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Node/Object classification
• DGI: Deep Graph Infomax, Veličković et al.

2019

GMNN: Graph Markov Neural Networks

Table 1. Dataset statistics. OC, NRL, LC represent object classification, node representation learning and link classification respectively.

Dataset Task # Nodes # Edges # Features # Classes # Training # Validation # Test

Cora OC / NRL 2,708 5,429 1,433 7 140 500 1,000
Citeseer OC / NRL 3,327 4,732 3,703 6 120 500 1,000
Pubmed OC / NRL 19,717 44,338 500 3 60 500 1,000

Bitcoin Alpha LC 3,783 24,186 3,783 2 100 500 3,221
Bitcoin OTC LC 5,881 35,592 5,881 2 100 500 5,947

Table 2. Results of object classification. [*] means the results are
taken from the corresponding papers.

Category Algorithm Cora Citeseer Pubmed

SSL LP 74.2 56.3 71.6

SRL

PRM 77.0 63.4 68.3
RMN 71.3 68.0 70.7
MLN 74.6 68.0 75.3

GNN

Planetoid * 75.7 64.7 77.2
GCN * 81.5 70.3 79.0
GAT * 83.0 72.5 79.0

GMNN
W/o Attr. in p� 83.4 73.1 81.4
With Attr. in p� 83.7 72.9 81.8

Table 3. Results of unsupervised node representation learning. [*]
means the results are taken from corresponding papers.

Category Algorithm Cora Citeseer Pubmed

GNN
DeepWalk * 67.2 43.2 65.3

DGI * 82.3 71.8 76.8

GMNN
With only q✓ . 78.1 68.0 79.3
With q✓ and p� 82.8 71.5 81.6

regression model locally for each object. This logistic re-
gression model takes the attributes of each object and also
those of its neighbors as features. Besides, we treat the la-
bels of two linked objects as a clique template, which is the
same as in Taskar et al. (2002). In RMN, a complete score
table is employed for modeling label dependency, which
maintains a potential score for every possible combination of
object labels in a clique. In MLN, we simply use a indicator
function in the potential function, and the indicator function
judges whether the linked objects in a clique have the same
label. Loop belief propagation (Murphy et al., 1999) is used
for approximation inference in RMN and MLN.

SSL Methods. For the methods of graph-based semi-
supervised classification, we choose the label propagation
method (Zhou et al., 2004) to compare with.

6.3. Parameter Settings

Object Classification. For GMNN, p� and q✓ are com-
posed of two graph convolutional layers with 16 hidden units
and the ReLU activation function (Nair & Hinton, 2010),
followed by the softmax function, as suggested in Kipf &
Welling (2017). Dropout (Srivastava et al., 2014) is applied
to the network inputs with p = 0.5. We use the RMSProp
optimizer (Tieleman & Hinton, 2012) during training, with

the initial learning rate as 0.05 and weight decay as 0.0005.
In each iteration, both networks are trained for 100 epochs.
The mean accuracy over 100 runs is reported in experiment.

Unsupervised Node Representation Learning. For
GMNN, p� and q✓ are composed of two graph convolu-
tional layers followed by a linear layer and the softmax
function. The dimension of hidden layers is set as 512 for
Cora and Citeseer, and 256 for Pubmed, which are the same
as in Veličković et al. (2019). ReLU (Nair & Hinton, 2010)
is used as the activation function. We apply dropout (Sri-
vastava et al., 2014) to the inputs of both networks with
p = 0.5. The Adam SGD optimizer (Kingma & Ba, 2014)
is used for training, with initial learning rate as 0.1 and
weight decay as 0.0005. We empirically train q✓ for 200
epoches during pre-training. Afterwards, we train both p�

and q✓ for 2 iterations, with 100 epochs for each network
per iteration. The mean accuracy over 50 runs is reported.

Link Classification. The setting of GMNN is similar as in
the object classification task, with the following differences.
The dimension of the hidden layers is set as 128. No weight
decay and dropout are used. In each iteration, both networks
are trained for 5 epochs with the Adam optimizer (Kingma
& Ba, 2014), and the initial learning rate is 0.01.

6.4. Results

1. Comparison with the Baseline Methods. The quantita-
tive results on the three tasks are presented in Tab. 2, 3, 4
respectively. For object classification, our approach GMNN
significantly outperforms all the SRL methods. The per-
formance gain is from two folds. First, during inference,
GMNN employs a GNN model, which can learn effective
object representations to improve inference. Second, during
learning, we model the local label dependency with an-
other GNN, which is more effective than the SRL methods.
GMNN is also superior to the label propagation method,
as GMNN can utilize object attributes and propagate la-
bels in a non-linear way. Compared with GCN, which
employs the same architecture as the inference network
in GMNN, GMNN significantly outperforms GCN, and the
performance gain mainly comes from the capability of mod-
eling label dependencies. Besides, GMNN also outperforms
GAT, but their performances are quite close. This is because
GAT utilizes a much more complicated architecture. Since
GAT is less efficient, we did not try it in GMNN, but we
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Applications: Link Classification

• Construct a dual graph *𝐺 from the original graph G
– Each edge in G -> a node in 2𝐺
– Two nodes in 2𝐺 are connected if the corresponding edges in

G share a node

GMNN: Graph Markov Neural Networks

anticipate the results can be further improved by using GAT,
and we leave it as future work. In addition, by incorporating
the object attributes in the learning network p�, we further
improve the performance, showing that GMNN is flexible
and also effective to use additional features in the learning
network. For link classification, we obtain similar results.

For unsupervised node representation learning, GMNN
achieves the state-of-the-art performance on the Cora and
Pubmed datasets. The reason is that it effectively models the
smoothness of the neighbor distributions for different nodes
with the p� network. Also, the performance of GMNN is
quite close to the performance in the semi-supervised setting
(Tab. 2), showing that the learned representations are quite
effective. We also compare with a variant without using
the p� network (with only q✓). In this case, we see that the
performance drops significantly, showing the importance of
using p� as a regularizer over the neighbor distributions.

Table 4. Results of link classification.
Category Algorithm Bitcoin Alpha Bitcoin OTC

SSL LP 59.68 65.58

SRL

PRM 58.59 64.37
RMN 59.56 65.59
MLN 60.87 65.62

GNN
DeepWalk 62.71 63.20

GCN 64.00 65.69

GMNN
W/o Attr. in p� 65.59 66.62
With Attr. in p� 65.86 66.83

2. Analysis of the Amortized Inference. In GMNN, we
employ amortized inference, and parameterize the posterior
label distribution by using a GNN model. In this section, we
thoroughly look into this strategy, and present some anal-
ysis in Tab. 5. Here, the variant “Non-amortized” simply
models each q✓(yn|xV ) as a categorical distribution with in-
dependent parameters, and performs fix-point iteration (i.e.,
Eq. (8)) to calculate the value. We see that the performance
of this variant is very poor on all datasets. By parameter-
izing the posterior distribution as a neural network, which
leverages the own attributes of each object for inference, the
performance (1 Linear Layer) is significantly improved, but
sill not satisfactory. With several GC layers, we are able to
incorporate the attributes from the surrounding neighbors for
each object, yielding further significant improvement. The
above observations prove the effectiveness of our strategy
for inferring the posterior label distributions.

Table 5. Analysis of amortized inference.
Architecture Cora Citeseer Pubmed

Non-amortized 45.3 28.1 42.2
1 Linear Layer 55.8 57.5 69.8

1 GC Layer 72.9 67.6 71.8
2 GC Layers 83.4 73.1 81.4
3 GC Layers 82.0 70.6 80.7

3. Ablation Study of the Learning Network. In GMNN,
the conditional distribution p�(yn|yNB(n),xV ) is parameter-
ized as another GNN, which essentially models the local
label dependency. In this section, we compare different
architectures of the GNN on the object classification task,
and the results are presented in Tab. 6. Here, the variant “1
Mean Pooling Layer” computes the distribution of yn as the
linear combination of {yk}k2NB(n). This variant is similar to
the label propagation methods, and its performance is quite
competitive. However, the weights of different neighbors
during propagation are fixed. By parameterizing the con-
ditional distribution with several GC layers, we are able to
automatically learn the propagation weights, and thus obtain
superior results on all datasets. This observation proves the
effectiveness of employing GNNs in the learning procedure.

Table 6. Ablation study of the learning network.
Architecture Cora Citeseer Pubmed

1 Mean Pooling Layer 82.4 71.9 80.7
1 GC Layer 83.1 73.1 80.9
2 GC Layers 83.4 73.1 81.4
3 GC Layers 83.6 73.0 81.5

4. Convergence Analysis. In GMNN, we utilize the varia-
tional EM algorithm for optimization, which consists of an
E-step and an M-step in each iteration. Next, we analyze
the convergence of GMNN. We take the Cora and Citeseer
datasets on object classification as examples, and report the
validation accuracy of both the q✓ and p� networks at each
iteration. Fig. 2 presents the convergence curve, in which it-
eration 0 corresponds to the pre-training stage. GMNN takes
only few iterations to convergence, which is very efficient.

(a) Cora (b) Citeseer

Figure 2. Convergence analysis.

7. Conclusion

This paper studies semi-supervised object classification,
which is a fundamental problem in relational data mod-
eling, and a novel approach called the GMNN is proposed.
GMNN employs a conditional random field to model the
joint distribution of object labels, and two graph neural net-
works are utilized to improve both the inference and learning
procedures. Experimental results on three tasks prove the
effectiveness of GMNN. In the future, we plan to further
improve GMNN to deal with graphs with multiple edge
types, such as knowledge graphs (Bollacker et al., 2008).
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Summary of GMNN
• A fundamental problem on graphs: semi-supervised
node classification

• GMNN: towards combining statistical relational learning
and graph neural networks
– Model the label dependency with one graph neural network
– Learn effective node representations with another graph

neural network
• State-of-the-art results on semi-supervised node
classification, unsupervised node representation, and
link classification

• Code available at:
https://github.com/DeepGraphLearning/GMNN

https://github.com/DeepGraphLearning/GMNN
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Thanks!

HP: http://keg.cs.tsinghua.edu.cn/jietang/
Email: jietang@tsinghua.edu.cn

http://keg.cs.tsinghua.edu.cn/~jietang/
http://tsinghua.edu.cn

